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Abstract—This manuscript reports a controlled benchmark
study that combines continuous EL severity regression, a Safety-
Aware Asymmetric Huber Loss (SAHL) objective, Raspberry Pi
ONNX deployment, and MQTT/Node-RED/PostgreSQL alerting
on laboratory electroluminescence (EL) data. The work inte-
grates known elements—cost-sensitive regression, edge inference,
and auditable database-layer alert logic—into a bounded PV
maintenance workflow rather than demonstrating field-validated
autonomous inspection. Relative to an MSE baseline, SAHL
at A\ = 1.5 reflects an operational policy trade-off: critical
recall rises from 0.784 £ 0.048 to 0.806 £ 0.046 and MAE falls
from 0.1959 4+ 0.0037 to 0.1700 + 0.0047, accompanied by a
moderate precision drop (0.856 + 0.021 to 0.828 + 0.035). A
multi-seed weight ablation across A € {1.0,1.5,2.5,5.0} shows
no single weight dominates: 1.0x yields peak F1 (0.774) and
precision (0.854), 1.5x minimizes MAE, 2.5x boosts recall at
precision cost, and 5.0x is unstable. Weight selection therefore
depends on operational objectives. A sustained Raspberry Pi
4 benchmark over 1,588 measured inferences reports ONNX
latency of 190.32 4+ 27.93 ms (median 177.63 ms, P95 238.77
ms), throughput of 5.25 FPS, and peak RSS of 128.98 MB. Full-
module outdoor validation remains future work.

Index Terms—photovoltaic inspection, electroluminescence,
severity regression, Safety-Aware Asymmetric Huber Loss, edge
Al, ONNX, MQTT, Node-RED, predictive maintenance

I. INTRODUCTION

PV operators need defect-screening workflows that detect
severe degradation early while remaining usable on con-
strained edge hardware. We validate a cyber-physical inspec-
tion loop on controlled benchmark data, not on field deploy-
ment evidence. Prior studies often evaluate model accuracy,
edge deployment, and maintenance operations separately; this
work examines these layers as one reproducible predictive-
maintenance pipeline.

A. Controlled EL Imaging Context and Scope

The ZAE Bayern data are controlled, cell-level laboratory
EL images. This setting supports method validation but does
not represent full-module outdoor operation. Field factors such
as thermal drift, dust accumulation, and long-term sensor aging
are outside the present scope.
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B. Research Gap:
Pipeline

Integrated Maintenance Intelligence

Existing literature offers fragmented progress: (i) EL defect
recognition with high laboratory accuracy [1]-[3], (i) UAV-
based thermal imaging for PV surveying [4], and (iii) IoT
telemetry for remote monitoring [5], [6]. However, practical
predictive maintenance requires these elements to operate
jointly: continuous severity estimation, maintenance-aware re-
gression objectives, constrained edge execution, and auditable
SCADA-linked alert management. Standard regression objec-
tives such as MSE are also not explicitly aligned with main-
tenance risk asymmetry in high-severity regions. This paper
develops a controlled, end-to-end workflow that integrates
physically motivated acquisition assumptions, safety-aware
regression, and database-governed operational alerting. UAV-
based PV inspection and acquisition are treated as motivating
context rather than as the sole scientific contribution.

C. List of Contributions

The principal contributions are:

1) Continuous EL Defect Regression: We formulate EL
defect estimation as continuous severity regression over
[0,1] to preserve ranking granularity for maintenance
prioritization.

2) Safety-Aware Asymmetric Huber Loss (SAHL): We
apply an asymmetric Huber objective with tunable
penalty A for critical underestimation, encoding opera-
tional risk asymmetry as an operating-policy parameter
rather than a fixed optimum.

3) Sustained Edge Benchmarking: We report sustained
Raspberry Pi 4 execution behavior over repeated loops,
including latency distribution and memory observations.

4) Predictive SCADA Integration: We connect edge in-
ference to MQTT, Node-RED, and PostgreSQL trigger
logic so alert-state transitions are auditable and support
longitudinal maintenance analytics.

The asymmetry factor A is a tunable operating-policy knob;
this study does not identify one universally optimal weight.



II. RELATED WORK

EL-based PV diagnostics are well established for identifying
micro-cracks and electrically inactive regions. Foundational
EL benchmarks and cell-level pipelines have been formalized
through dataset curation, defect classification, and robust cell
segmentation [1]-[3]. Many published models still reduce the
decision space to binary labels, limiting triage depth [5], [7].
UAV-based thermal imaging enables broad spatial coverage of
photovoltaic systems [4]. Weighted objectives are common in
classification [8]. Edge deployment via efficient architectures
and ONNX interoperability supports low-power inference [9]—
[11]. Recent work explores IoT-enabled robotic inspection
[12], TinyML on climbing robots [13], [14], SCADA-centered
predictive maintenance [15], and advanced EL classification
[16]. This study contributes an integrated, controlled proof-
of-concept implementation that combines continuous severity
regression, asymmetric risk encoding via SAHL, auditable
database-layer alert logic, and a bounded edge-to-SCADA
maintenance workflow. The framework formulates continuous
severity regression and encodes maintenance risk asymmetry
directly in the objective, then connects this inference layer
to a trigger-governed telemetry stack (MQTT + Node-RED
+ PostgreSQL) so model outputs become auditable state
transitions rather than standalone scores.

III. PROPOSED SYSTEMS ARCHITECTURE
A. Contextual Acquisition Scope and Data-Flow

Scope Note: Hardware kinematics are discussed strictly
as theoretical design context to motivate edge latency re-
quirements, not as an empirically validated contribution. This
manuscript considers a conceptual crawler-mounted optical
subsystem intended to mitigate blur in long-exposure drone
EL capture. Targeted tolerances include sub-millimeter rel-
ative displacement during the 15-second exposure window.
Acquisition stability constrains edge-model feasibility: as blur
variance increases, required model capacity increases, pushing
compute beyond embedded budgets.

B. Edge-to-Cloud Telemetry Orchestration

At runtime, each EL frame is transformed into a severity
score s € [0,1] and packaged with panel, pad, timestamp,
and model metadata. MQTT transport decouples edge compute
from cloud persistence and enables asynchronous retry under
intermittent connectivity. Node-RED performs schema valida-
tion, payload normalization, and insertion/RPC invocation to-
ward Supabase PostgreSQL. This design limits business logic
embedded in edge firmware. If edge connectivity degrades,
the acquisition and inference loop can continue in degraded
mode while preserving local records for delayed publication,
and policy updates can be deployed in Node-RED and SQL
layers without retraining the model.

C. Predictive Database Schema and Logic

The cloud persistence layer uses relational entities for assets,
thresholds, inspections, and alerts. Predictive logic is imple-
mented in SQL functions and triggers, enabling deterministic

state transitions from raw severity sequences. The trigger
policy combines threshold exceedance and short-horizon slope
to open, maintain, or resolve alerts, keeping decision logic
transparent, auditable, and versionable in migration scripts.
The alert policy evaluates three principal branches: a critical-
threshold branch that opens alerts immediately, a trend branch
that triggers when short-horizon slope indicates deterioration,
and a recovery branch that resolves alerts when severity returns
below recovery limits.

IV. SAFETY-CRITICAL Al METHODOLOGY

A. Dataset and Labeling Strategy

We use the public ZAE Bayern EL dataset. The original
ZAE Bayern cell-level discrete probability labels (0.0, 0.33,
0.67, 1.0) were utilized directly as continuous regression
targets. A separate integer bucketization strategy was applied
to these labels purely to ensure balanced, stratified cross-
validation splits during training.

This formulation preserves defect ordering and supports
threshold tuning for operational policy.

B. Noise Analysis for Long-Exposure EL Frames
Long-exposure EL capture can be modeled as

Iobs(ﬂf, y) = IE‘L(Z', y) + ng(x7 y) + ’I’Lt(ﬂf, y) + ni(‘ra y)7 (1)
where n, is approximately Gaussian read noise, n; denotes
thermally driven dark-current variation, and n; represents
impulse outliers (hot pixels). For hot pixels, n; is sparse with
high amplitude relative to local neighborhood statistics:

Pr{|n;| > 0,} < 1, but |n,| is large when present. (2)

A linear filter (for example mean filtering) spreads impulse
artifacts into neighboring pixels, reducing edge contrast in fine
crack structures. By contrast, the 5x5 median filter

I(z,y) = median{Iops (u, v) : (u,v) € Noxs(z,9)}  (3)
rejects sparse outliers while preserving discontinuities associ-
ated with micro-crack boundaries. This order-statistic behavior
is particularly useful for EL defect morphology where spatially
thin crack lines carry high diagnostic value.

C. Model and Training Protocol

A ResNet18 backbone with sigmoid regression head is used
for severity prediction [9]:
N 1 N
y—O’(Z)— 1+€7Z’ ye(oal) (4)
Training follows a warmup-to-unfreeze strategy: initial head
adaptation, followed by full-network fine-tuning at reduced
learning rate. This protocol stabilizes transfer on moderate-
size EL datasets while preserving high-level visual priors.
Data augmentation includes horizontal/vertical flips, mild
rotation, and illumination jitter constrained to preserve crack
topology. Augmentation is intentionally conservative to avoid
generating synthetic artifacts that could blur defect boundaries.



End-to-End Edge-to-SCADA Telemetry Path

\
! a1
R ( N e validated |
: Optical Unit frame + metadata Raspberry Pi %QVZESI}:;?:;CH(;] JSON telemetry  Node-RED insert/RPC Psurt)abassgl/_, |
s . ostgre
: (EL Frame Capture) (ONNX Inference) st BL Orchestration Clont B :
‘ 1

,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,,

Fig. 1. System block diagram: Optical Unit — Raspberry Pi (ONNX Inference) — MQTT Protocol — Node-RED Orchestration — Supabase/PostgreSQL

Cloud Persistence.

D. Safety-Aware Asymmetric Huber Loss (SAHL)

Let A = ¢ — y and 0 be the Huber transition parameter.
SAHL is defined here as an application of cost-sensitive
learning within an edge-constrained IoT pipeline. It is not in-
troduced as a fundamentally new machine learning algorithm.
Its form is

) AHs(A), if y > 0.70 and § < 0.70,
L JY) = 5
sant(9,y) Hs(A),  otherwise, )
with )
1AZ Al <6,
Hs(2) =2 2] < ©

a(lal-3), lAl>a.

Unlike standard quantile regression, which uniformly biases
the median, or a globally weighted MSE, which can amplify
noise across all severity bands, SAHL selectively targets the
safety-critical region. The Huber component maintains robust-
ness against annotation noise in the remaining distribution.
Although the hard conditional boundary at §§ = 0.70 creates
a piecewise gradient, PyTorch’s subgradient resolution via
torch.where handles the transition natively. The warmup-
to-unfreeze training protocol stabilized convergence across this
boundary. We evaluate A € {1.0,1.5,2.5,5.0}; illustrative
figures and the MSE comparison in Table I use V3.1 at
A=1.5.

E. Operational Risk Minimization Perspective

SAHL bridges machine learning and reliability engineering:
the asymmetry encodes unequal consequence, where missing
a severe defect creates higher downstream risk than issuing
a conservative alert. This can be interpreted as minimizing
expected operational cost

E[C] = CpnP(FN)+ CppP(FP), Cgpn>Cprp, (1)
with SAHL reducing P(F'N) in the critical severity region by
design.

In reliability terms, the loss can be interpreted as a proxy for
asymmetric hazard exposure. False negatives delay interven-
tion, effectively increasing expected exposure interval before
maintenance. SAHL reduces this delay by shifting model
sensitivity in the high-risk region. The loss function is a design
instrument that encodes maintenance philosophy directly into
gradient updates.

F. Threshold Selection and Calibration

Although SAHL improves score distribution in critical re-
gions, final operational behavior is controlled by threshold
calibration. We select 7 = 0.65 from FI1-threshold analysis
while checking that critical recall remains high enough for

Algorithm 1 Edge-to-SCADA Telemetry Loop

1: Initialize camera, ONNX session, MQTT client, and metadata context
2: loop
3: Capture long-exposure EL frame and apply denoising/normalization

4 Run ONNX inference to obtain severity score s € [0, 1]

5 Assign operational status from threshold policy

6: Build payload with IDs, score, status, model version, and timestamp
7. Publish payload to pv/inspection/severity

8 Validate and persist inspection record through Node-RED

9: Execute SQL alert-state evaluation and refresh dashboard widgets
10: end loop

TABLE I
V1 (MSE) vs. V3.1 (SAHL 1.5%) AT 7 = 0.65 (MEAN =+ STD OVER 3
SEEDS; CRITICAL RECALL AT PRED > 0.6, TARGET > 0.8)

Metric Vi V3.l

Fl @ r 0.756 + 0.013 0.757 £+ 0.032
Precision @ T 0.856 + 0.021 0.828 + 0.035
Recall @ 7 0.677 £+ 0.032 0.699 + 0.053
Critical Recall 0.784 4+ 0.048 0.806 + 0.046
MAE 0.1959 £ 0.0037  0.1700 4 0.0047

preventive maintenance policy. This two-stage strategy (loss
shaping + threshold tuning) avoids overfitting operational
behavior to a single scalar objective. Threshold stability across
seeds and sites was not fully characterized in this study;
Section V reports results at this fixed operating point.

G. Evaluation Protocol

Evaluation is performed on held-out test data using both
ranking metrics (AP, ROC-AUC) and policy metrics (preci-
sion/recall/F1 at operating threshold). We additionally inspect
confusion matrices and error distributions to detect whether
improvements are concentrated in high-severity zones. Critical
recall is reported at pred > 0.6 and target > 0.8 unless
otherwise noted.

H. Edge Inference and Telemetry Procedure

Algorithm 1 summarizes the edge inference and telemetry
handoff used to convert frame-level severity estimates into
auditable SCADA alert transitions.

V. EXPERIMENTAL RESULTS
A. Comparative Metrics at Operating Threshold

Table I reports multi-seed mean + standard deviation for
MSE baseline (V1) and SAHL model V3.1 at A = 1.5 at
7 = 0.65. Critical recall uses pred > 0.6 and target > 0.8.
Weight tradeoffs across A are reported separately in Table II.

At 7 = 0.65, V3.1 at A = 1.5 shows directionally
favorable but modest gains over MSE: critical recall increases
by 0.022 (0.784 to 0.806), MAE decreases by 0.026, and
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Fig. 2. Confusion matrices at 7 = 0.65: V1 (MSE, left) vs. V3.1 (SAHL
1.5, illustrative configuration, right), showing false negatives reduced from
44 to 26 in this single run.

F1 remains comparable within reported variance. Precision
decreases moderately. These claims apply only to this compari-
son setting; they do not imply a universally optimal asymmetry
weight.

B. Multi-Seed SAHL Weight Ablation

Table II summarizes a multi-seed ablation across four asym-
metry weights. No single weight dominates all metrics. At
1.0x, F1 (0.774 4+ 0.008) and precision (0.854 £ 0.065) are
strongest among evaluated settings. At 1.5x, MAE is lowest
(0.1700£0.0047). At 2.5%, recall (0.76040.049) and critical
recall (0.846 £ 0.028) improve relative to 1.0x and 1.5x,
but precision and MAE worsen. At 5.0x, recall and critical
recall rise further, but F1, precision, and MAE degrade sharply
with high variance (for example, F1 0.551 £ 0.129, MAE
0.4524 £ 0.1821), indicating an over-aggressive and unstable
operating regime.

Weight selection is therefore a policy choice. Operators
prioritizing balanced threshold metrics may prefer 1.0x; those
prioritizing regression error may prefer 1.5x; those prioritizing
critical-case sensitivity may prefer 2.5 at the cost of precision
and MAE. The 5.0x setting is not recommended as a default
given its instability.

C. Confusion Matrix and False-Negative Reduction

In a single representative run at 7 = 0.65, the confusion-
matrix shift from 44 to 26 false negatives corresponds to a
41% reduction in missed severe defects for V3.1 at A = 1.5
versus MSE. Note: This single-run matrix is presented strictly
as an illustrative snapshot of state transitions and must not be
quoted as an aggregated multi-seed performance metric.

D. Precision-Recall and Threshold Behavior

The precision-recall frontier indicates that SAHL at A = 1.5
favors higher-recall operating regimes at 7 = 0.65. Figure 4
shows how F1 varies with threshold; 7 = 0.65 was chosen
from this curve subject to critical-recall constraints. Threshold
stability across seeds and alert-volume tradeoffs were not
analyzed in this study and remain necessary next-step exper-
iments. As shown in Fig. 3, Average Precision drops slightly
from 0.8753 (MSE) to 0.8520 (SAHL 1.5x). This reflects
an intentional ranking trade-off: SAHL sacrifices unweighted
global precision across low-severity bands to concentrate sen-
sitivity in the critical high-risk region (g > 0.7). In predictive

Precision-Recall Curve: V1 (MSE) vs V3.1 (SAHL 1.5x)
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Fig. 3. Precision-recall comparison between V1 (MSE baseline) and V3.1
(SAHL 1.5, illustrative configuration).
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Fig. 4. F1 versus decision threshold for V3.1 (SAHL 1.5x, illustrative
configuration) with operating point 7 = 0.65 selected per Section IV.

PV maintenance where unflagged severe defects carry signifi-
cantly higher financial risk than false alarms (Cry > Crp),
this localized recall improvement aligns directly with risk-
minimization objectives.

E. Error Distribution Analysis

To complement threshold metrics, we inspect absolute
regression error distributions. Figure 5 shows that SAHL
maintains compact error mass near zero while reducing severe
underestimation tails in high-risk regions.

F. Raspberry Pi Performance and Deployment Feasibility

Table III consolidates edge feasibility indicators for latency,
throughput, and memory.

Observed memory behavior remained stable over the bench-
mark window, with RSS rising during model/session initializa-
tion and then remaining in a bounded range during sustained
inference.

G. Operational Implications

Within this controlled benchmark setting, a safety-calibrated
regression objective can improve prioritization for downstream
inspection workflows. Defects with higher estimated severity



MULTI-SEED SAHL WEIGHT ABLATION (MEAN £ STD OVER SEEDS 42, 123, 2026; 7 = 0.65; CRITICAL RECALL AT PRED > 0.6, TARGET > 0.8)

TABLE 11

Weight Fl @ T Precision Recall Critical Recall MAE

1.0x 0.774 £0.008 0.854 £0.065 0.712£0.042 0.815+0.040 0.1734+0.0125
1.5x% 0.757£0.032 0.828 £0.035 0.699+0.053 0.806 £0.046 0.1700 £ 0.0047
2.5% 0.758 £0.020  0.757 £0.018 0.760 = 0.049  0.846 +£0.028  0.1898 + 0.0122
5.0x 0.551 £0.129 0.423£0.181 0.896 £0.098 0.944 £0.073  0.4524 +0.1821
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Fig. 5. Absolute error distribution comparison between V1 (MSE baseline)
and V3.1 (SAHL 1.5x, illustrative configuration).

TABLE III
RASPBERRY PI 4 SUSTAINED PERFORMANCE SUMMARY (V3.1 SAHL
1.5%, ONNX, ILLUSTRATIVE CONFIGURATION)

Metric Value
Measured Inferences 1,588
Image Count / Loops / Warmups 39774710
ONNX Latency Mean + Std (ms)  190.32 £ 27.93
ONNX Median Latency (ms) 177.63
ONNX P95 Latency (ms) 238.77
ONNX Throughput (FPS) 5.25

Peak RSS (MB) 128.98

can be surfaced earlier, while alert-state logic remains au-
ditable in the persistence layer.

VI. DISCUSSION AND CRITICAL ANALYSIS
A. Precision-Recall Trade-off in Safety-Critical Operations

Table I shows that V3.1 at A = 1.5 accepts a moderate
precision decrease in exchange for higher recall and critical
recall relative to MSE at 7 = 0.65. In safety-critical main-
tenance, this trade-off is rational when false negatives carry
substantially higher cost than false positives. The operating
threshold reflects policy, not statistical optimality alone.

B. Asymmetry Weight as Operational Control Knob

Table II shows no single A dominates all metrics. Higher
weights reduce false-negative risk in the critical regime but
increase alert burden, lower precision, and can destabilize
regression error. Lower weights improve balanced F1 and
precision but may under-weight severe misses. We do not rec-
ommend one universal default: 1.0x suits balanced threshold
performance, 1.5x suits lowest MAE, 2.5x suits safety-first
recall at higher precision cost. SAHL reshapes the trade-off

surface among precision, recall, F1, MAE, and critical recall
according to maintenance policy rather than yielding a glob-
ally optimal setting. The 5.0x setting illustrates diminishing
returns and high variance and is not recommended as a default.

C. Scope, Generalization, and Limitations

Generalization across monocrystalline and polycrystalline
modules depends on texture statistics, grain boundaries, and
EL contrast characteristics. Because the ZAE corpus includes
heterogeneous module appearances, the learned representation
may transfer better than single-type training sets, though
domain shift remains possible under site-specific optics and
thermal conditions. These findings should therefore be inter-
preted as laboratory validation under controlled conditions
rather than evidence of field-ready deployment. This study
reports a proposed kinematic framework rather than field-
validated mechanical deployment. The ablation uses three
seeds and one operating threshold (7 = 0.65); weight choice
should be interpreted as policy-sensitive rather than univer-
sal. An exploratory out-of-distribution probe on 50 external
EL images [17] was not statistically sufficient for formal
generalization claims. Strong EL classification baselines, cal-
ibration analysis, and field validation remain future work.
Key operational limitations of this study include reliance on
a single laboratory dataset (ZAE Bayern), uncharacterized
threshold stability across seeds, and unvalidated cross-dataset
transfer. Site-specific threshold calibration remains an essential
prerequisite prior to real-world deployment.

VII. FUTURE WORK

Credible field validation requires staged deployment:
shadow-mode logging, assisted operation with technician con-
firmation, and selective closed-loop alerting once metrics
stabilize locally. Pilots should span heterogeneous sites to
separate model limits from environmental confounders. Out-
door validation under thermal drift, dust, and sensor aging is
essential before utility-scale claims. Extension of multi-seed
ablation with threshold sweeps, calibration curves, and alert-
volume analysis, together with ZAE-derived classification
baselines and alternative cost-sensitive regression objectives,
remain high-priority next steps.

VIII. CONCLUSION

This controlled benchmark study presents an integrated
predictive-maintenance framework combining continuous EL
severity regression, a maintenance-oriented asymmetric Hu-
ber objective, Raspberry Pi ONNX edge inference, MQTT
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Fig. 6. Node-RED dashboard for severity tracking (V3.1 SAHL 1.5X, illustrative configuration) and alert-state observability.

telemetry, Node-RED orchestration, and PostgreSQL trigger-
governed alert logic within one reproducible edge-to-SCADA
workflow. Multi-seed results show asymmetry tuning reshapes
the maintenance-relevant trade-off surface rather than yield-
ing one universally optimal weight. The principal value lies
in operational integration and auditability of the complete
pipeline, while empirical claims remain bounded to the present
laboratory benchmark. Full-module outdoor validation remains
future work.
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