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Abstract— Fine-tuning a deep convolutional neural network
(DCN) as a place-class detector (PCD) is a direct method
to realize domain-adaptive visual place recognition (VPR).
Although the PCD model is effective, a PCD model requires
considerable amount of class-specific training examples and
class-set maintenance in long-term large-scale VPR scenarios.
Therefore, we propose to employ a DCN as a landmark-
class detector (LCD), which allows to distinguish exponen-
tially large numbers of different places by combining multiple
landmarks, and furthermore, allows to select a stable part of
the scenes (such as buildings) as landmark classes to reduce
the need for class-set maintenance. However, the following
important questions remain. 1) How we should mine such
training examples (landmark objects) even when we have no
domain-specific object detector? 2) How we should fine-tune
the architecture and parameters of the DCN to a new domain-
specific landmark set? To answer these questions, we present
a self-supervised landmark mining approach for collecting
pseudo-labeled landmark examples, and then consider the
network architecture search (NAS) on the LCD task, which has
significantly larger search space than typical NAS applications
such as PCD. Extensive verification experiments demonstrate
the superiority of the proposed framework to previous LCD
methods with hand-crafted architectures and/or non-adaptive
parameters, and 90% reduction in NAS cost compared with
the naive NAS implementation.

I. INTRODUCTION

Visual place recognition (VPR) aims to predict the view-
point of a robot with respect to a pre-trained environment
model or a map database, given a query on-board live image.
It can be applied to benefit a wide range of autonomous-
vehicle applications [1]–[3]; hence, it has attracted increasing
attention in recent years. However, long-term VPR is one of
the most challenging scenarios, where the VPR is affected by
either domain shifts or the difference in appearances due to
factors such as changes in weather, time of day, seasons, and
(semi-)dynamic objects. The domain shifts deteriorate the
VPR performance. Therefore, we must adapt the VPR system
to a new target domain. Additionally, the training data for
the adaptation must be collected by the robot self in a self-
supervised manner without requiring human intervention.

A direct method to address the aforementioned challenge
is to fine-tune a deep convolutional neural network (DCN)
-based classifier or place-class detector (PCD), so as to
classify N place classes in the target domain. Its training
data, (viewpoint-annotated place-specific training images),
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Fig. 1. Proposed approach mines a set of landmark examples from an
unlabeled target sequence and trains a domain-adaptive landmark class
detector (LCD). Top: Input target map images (left) and feature points
(right). Bottom: Landmark objects detected in paired target map (left) and
live query images (right), respectively. It is evident that these objects are
place specific and invariant against domain-shifts.

can be generated from a training view-sequence, in a self-
supervised manner, by partitioning the robot workspace
into N place classes [4], and reconstructing the viewpoint
trajectory [5]. As a key advantage, the outputs of a DCN
classifier can be viewed as an extremely compact (i.e., logN
-bit), discriminative and semantic description of the input
image, which can be directly used for performing database
indexing and information retrieval. Recently, the PCD model
has achieved considerable success in several state-of-the-art
VPR systems [6].

Although the PCD model is effective, it might require a
significant maintenance cost in the long-term VPR scenario.
First, the PCD approach essentially requires the re-training
of the DCN whenever a new appearance change is detected.
Moreover, it requires a considerable amount of annotated
training images to cover large-scale environments. Further-
more, it might be affected by the annotation noises during
the self-supervised annotation process. Therefore, it would
be unwise to rely solely on this approach.

Accordingly, we propose a new approach, called self-
supervised domain-adaptive landmark-detector architecture



(SSDADA), that trains a DCN as a landmark class detector
(LCD). Unlike the PCD approach, the proposed LCD ap-
proach detects a minimal set of multiple landmark objects in
a given query/map image, on the basis of their object bound-
ing boxes (OBBs) and class labels, and subsequently uses
them to describe the image (Fig. 1). This new proposed LCD
approach has several attractive characteristics. (1) Unlike
PCD, an LCD can distinguish exponentially large numbers
of different places by combining multiple landmarks. (2)
An LCD inherits the discriminative power of an DCN, as
evident from previous PCD approaches [6]. (3) The landmark
ID is an extremely compact, discriminative, and semantic
representation. (4) Unlike PCD, a stable part of the scenes
(such as buildings) can be selected as landmark classes to
reduce the need for class-set maintenance.

An obvious method to train an LCD system [7] would be
to mine a minimal set of landmark-region examples with
class labels from the training view-sequence, and subse-
quently fine-tune a DCN on the basis of these examples.
However, the following important questions remain: 1) How
we should mine such domain-specific landmarks even when
we have no domain-specific object detector? 2) How we
should fine-tune the architecture and parameters of the DCN
to the target domain? To answer the first question, we present
a self-supervised landmark-mining approach for collecting
pseudo-ground-truth OBBs with landmark class labels from
a given unlabeled target sequence. To answer the second
question, we consider the problem of network architecture
search (NAS) [8] on a novel application, an LCD.

Our main contributions are summarized as follows. 1)
We address a new fully self-supervised fine-tuning of an
LCD for long-term VPR, without requiring any labeled
target data. 2) We formulate the fine-tuning of an LCD as
an NAS problem [8], and the problem has a significantly
larger design space than that of typical NAS applications
such as classification tasks [8]. Thereby, we provide a
feasible solution for this problem. 3) We conduct extensive
verification experiments on VPR in new domains by using
the publicly available RobotCar dataset [9]. We confirmed
that the proposed method stably finds the optimal LCD
network architecture and outperforms the baseline landmark
detectors with hand-crafted architectures and/or non-adaptive
parameters.

II. SELF-SUPERVISED LCD FRAMEWORK

A key challenge in mining a training set, i.e., domain-
specific object examples, from an unlabeled map is: “how
to mine domain-specific object examples even when we do
not yet have a domain-specific object detector?”. We address
this challenge by exploiting generic object-segmentation
techniques, such as that in [10]. The basic idea is to aggregate
domain-agnostic object segments into domain-specific land-
mark regions by using the domain-specific spatial context
information as a guide (Fig. 2). In summary, our approach
comprises the following two stages: 1) domain-agnostic
object segmentation and 2) domain-specific landmark aggre-
gation.

The aforementioned stages are detailed in the remainder
of this section.

A. Generic Object Region Proposal

We use the semantic segmentation network in [11] to
obtain generic object-region proposals. The segmentation
network is pre-trained on the cityscapes dataset [12], and it
predicts pixel-wise semantic labels with region contours. The
semantic labels include sidewalks, buildings, walls, fences,
poles, traffic lights, traffic signs, and vegetation. However,
the aforementioned predicted semantic labels are frequently
affected by the domain shift between the training and testing
sets. Nevertheless, we observed that the predicted semantic
labels were often useful for clustering in-domain regions, as
demonstrated in Section II-B.

B. Domain-Specific Region Aggregation

We exploit the domain-specific optical flow (OF) for per-
forming landmark aggregation. This approach is supported
by the recent findings in [13] that semantic regions that are
tracked for a sufficiently long period are probably stable
parts of the scenes. OFs are extracted using the KLT tracker
[14], and OF point trajectories shorter than 10 frames are
discarded. Approximately 1000 KLT features are obtained
for a 512 × 512 image.

Subsequently, the OFs are refined in the following two
steps: (1) selection of reliable OFs and (2) selection of
reliable OBBs. In the first step, each point on the spatio-
temporal point trajectory of an OF is assigned the semantic
label of the segment to which the point belongs, and we
check whether semantic labels change for more than 30
frames. Subsequently, the candidate OBBs are computed for
those regions to which at least one reliable OF belongs. In
the second step, the candidate OBBs in the successive frames
are linked to an OBB sequence if the intersection-over-union
(IoU) between an OBB and its predecessor OBB (i.e., a
previous OBB in the sequence) exceeds 0.7. The length of
the search window for the predecessor is fixed to five frames.
Short OBB sequences with lengths shorter than 60 frames are
excluded. Each of the remaining OBB sequences is assigned
a unique object ID.

III. DETECTOR ARCHITECTURE SEARCH

Generally, an NAS algorithm is the iteration of the follow-
ing two distinct steps: proposal and evaluation. The proposal
step aims to generate a network-architecture candidate. To
that end, we follow the literature and use the DCN provided
in [15] as the backbone network and, subsequently, employ
an efficient initialization of it. The evaluation step aims
to evaluate the performance of the candidate architecture
by testing it on object-detection tasks. The overall cost is
dominated by the evaluation step, and it is proportional
to both the number of candidate architectures proposed
and complexity of the test detection tasks. To reduce the
infeasible computation cost, we employ a lightweight proxy
task in place of the original LCD task.



Fig. 2. Self-supervised annotation of target sequence.

A key issue is “how to design a good proxy task?”. A
proxy task should take the same input-output format as that
taken by the original task and perform satisfactorily on the
proxy task if and only if they perform satisfactorily on the
original task as well, thereby requiring empirical methods to
evaluate the translation quality appropriately. Therefore, we
investigated several possible translation strategies in terms of
quality, and they will be discussed in Section III-C.

A. FPN Design Space

An FPN takes multiscale feature layers as inputs and
generates output-feature layers in identical scales. The output
of the first pyramid network is the input to the next pyramid
network. An FPN architecture merges any two input-feature
layers into an output-feature layer. An FPN consists of N
different “merging cells”, where the value of N is given
during the search. Each merging cell takes two input-feature
layers, applies processing operations, and then combines
them to produce one output-feature layer of a desired scale.
We take as input features 5 scales, namely, C2, C3, C4,
C5, and C6 with the corresponding feature strides of 4, 8,
16, 32, and 64 pixels. C6 is created by applying stride 2
max pooling to C5. The input features are then passed to
a pyramid network, which consists of a series of merging
cells that introduce cross-scale connections. Subsequently,
the pyramid network outputs augmented multiscale feature
representations (P2, P3, P4, P5, and P6). Fig. 5 depicts an
example of such an FPN architecture.

B. NAS Formulation

The NAS module finds a satisfactory controller that de-
termines how to construct the merging cells. We follow the
work in [16] and chose a recurrent neural network (RNN) as
the controller. The RNN controller selects any two candidate
feature layers and a binary operation to combine them
into a new feature layer, where all the feature layers may
have different resolutions. Each merging cell performs four
prediction steps as follows. Step-1: Select the i-th feature
layer from the candidates. Step-2: Select another j-th feature
layer from the candidates. Step-3: Select the output-feature
resolution. Step-4: Select a binary operation to combine the
i-th and j-th layers and, subsequently, generate a feature layer
with the resolution selected in Step-3.

For Step-4, we follow the NAS-FPN approach in [16]
and implement two different binary operations, namely, sum
pooling and global pooling. The input-feature layers are
adjusted to the output resolution via nearest-neighbor upsam-
pling or max pooling, if required, before applying the binary
operation. The merged feature layer is always followed by a
ReLU, 3x3 convolution, and batch-normalization layer. The

input-feature layers to the pyramid network form the initial
list of the input candidates of a merging cell.

For Step-5, the newly generated feature layer is appended
to the list of the existing input candidates, and it becomes a
new candidate for the next merging cell. Notably, multiple
candidate features might share the same resolution during
the architecture search. Finally, the last 5 merging cells are
designed to output feature pyramids, namely, P2, P3, P4, P5,
and P6. The order of the output feature levels is predicted by
the controller. Each output-feature layer is, then, generated
by repeating Steps-1, 2, and 4 until all the layers are selected.

C. Proxy Task
Recently, a few studies have attempted to translate a given

target task to a proxy one. The works in [17] and [18]
proposed generating a proxy dataset and used it instead of
the original dataset. The work in [18] proposed the use of a
small backbone network and small input-image size. Such a
method would be effective when the input image size is large.
However, in our case, wherein the image size is previously
small (i.e., 512×512), performance cannot be improved by
the aforementioned method.

In this study, we propose to initialize the backbone net-
work as a generic pretrained DCN. Specifically, the initial
network weights are pre-trained on the public VOC2007
dataset [19]; subsequently, it is fine-tuned on the proxy
task. This often avoids network-convergence problems and
stabilizes the training within a considerably short training
time.

We empirically observe that competitive performance can
be achieved using such a subset of the available training set,
instead of using an external evaluation dataset as used in
[18].

To sample such a subset from the available training set,
the equally spaced sampling of the entire training sequence
is performed to preserve the overall inter-class spatial distri-
bution.

For fine-tuning, a naive method is to initialize the net-
work parameters with the pre-trained weights and set all
the parameters as trainable. However, we find that upon
freezing the parameters, we achieve better performance (in
terms of the performance for 200 generations). Our strategy
significantly reduces the number of iterations of the proxy
task from 1120K to 3.6K with batch size 4, corresponding to
the training time of 1 h per generation (1 GPU, NvidiaRTX
2080).

The controller RNN is trained using the policy gradient
method. The controller samples the child networks with
different architectures, which are trained on the proxy task.
The resulting detection accuracy in average precision (AP)



on a proxy validation set is used as the reward to update the
controller.

D. Implementation Details

The resnet-v1-50 [15] was used as the backbone network.
The entire network was built using the following steps.

First, a base network was built. We implemented a 2D
convolutional network as the base network, which has the
output size of 64, kernel size of 7, and stride of 3. For the
resnet-v1-50, the outputs of the C{2, 3, 4, and 5} have chan-
nel sizes 64, 128, 256, and 512, respectively. Subsequently,
C6 was obtained by pooling C5. We then organized C{1, 2,
3, 4, 5, and 6} with the pyramidal shapes, and integrated
outputs using a candidate architecture proposed by NAS.

An RPN consists of a convolutional layer with the kernel
size of 3x3 and output channels of size 512. The class
prediction layer has a convolution with 6 channels, a kernel
size of 1x1, and stride of 1. The bounding box prediction
layer has a convolution with 12 channels, and stride 1.

The anchor size is defined for each of C{2, 3, 4, 5, and
6}, where each size is initialized as 32, 64, 128, 256, and
512, respectively. Subsequently, each is searched during the
training process by ration of 1:1, 1:2, and 2:1 processes.

Our RPN uses a series of standard postprocessing tech-
niques, such as decoding, clipping, NMS, and region of
interest.

Subsequently, the candidate Fast-RCN architecture is built.
Provided a candidate P-list, we compute the region of interest
and use it to compute the class-prediction probability.

We designed a multi-task loss. For the classification task,
the joint supervision of both the center loss and softmax loss
is used. For the bounding box regression task, the smooth
L1 loss was used. Consequently, the entire loss function
becomes the following:

L(p, t,x) = Lc(p, p∗)+λLr(b,b∗), (1)

where p denotes the prediction of the object class, p∗ the
ground-truth. b the prediction of OBB and b∗ its ground-
truth. The hyperparameters control the balancing weights
among the three terms, and are determined by λ=1.

The network-initialization process is as follows. The con-
volutional layers of RPN, namely, the class-prediction layer,
and class head of Fast-RCNN, are initialized as follows: the
mean of the random values to be generated is set to 0, and
the standard deviation of the random values to be generated
is set to 0.01. One GPU (GeForce RTX 2080) was used for
NAS, and four were used for training. The resnet block was
frozen for training and searching (P2). The regression loss
adopted in our method was smooth L1.

IV. EXPERIMENTS

To verify our framework, we test it on two public Robot-
Car datasets [9], both of which are first introduced in this
section. These datasets cover challenges such as diverse
object categories, confusing object appearances, occlusions,
and dynamic objects. Based on the datasets, we investigated
the LCD and VPR performance. Specifically, we compared

Fig. 3. Spatial distribution of LCD results. Shown are the viewpoints of
true-positive detections overlaid on the top-view image (dataset: 2015-11-
13-10-28-08). Left: NAS-LCD. Right: LCD.

a

b

Fig. 4. Visual images (a) and selected landmarks (b).

two different architectures with fine-tuning, the proposed
NAS-optimized architecture and a hand-crafted architecture
in [20], which are respectively denoted as “NAS-LCD” and
“LCD”.

A. Dataset

The RobotCar dataset was used as the training data for the
NAS task. The data were collected using the RobotCar plat-
form repeatedly by traversing a route of approximately 10km
in central Oxford, UK (see Fig. 3). To that end, we used the
center camera (Fig. 4) of the vehicle-mounted Bumblebee
front-faced camera (Point Grey Bumblebee XB3 trinocular



Fig. 5. NAS-optimized LCD architecture.

stereo camera). The image size was (IW, IH)=1280×960.
The camera was logged at the maximum frame rate of 16 Hz.
We cropped the images with a fixed window [100, IW-100] ×
[0, IH-160] to remove a fixed bottom-side image region that
is frequently affected by dynamic objects such as cars. We
resized the images to 512×512 to be input to the cityscapes
dataset. In the experiments, the following six image se-
quences from the RobotCar dataset were used: 2015-10-
29-12-18-17 (“10/29”), 2015-09-02-10-37-32 (“9/2”), 2015-
10-30-13-52-14 (“10/30”), 2015-11-10-10-32-52 (“11/10”),
2015-11-12-13-27-51 (“11/12”), and 2015-11-13-10-28-08
(“11/13”). Further, each sequence was ×4 downsampled. The
resultant sequences were 9387, 5413, 12049, 7338, 10368,
and 10742 in length, respectively.

Trajectories are around 10km in length, and the 20m
GPS-derived ground truth was used for evaluating VPR
performance.

B. NAS Performance

In this section, we investigate NAS performance. The
learning rate was fixed at 0.0004. The number of learning
iterations was 3,600 per NAS generation. One GPU was used
for the search, and the batch size was set to four. The NAS
search was iterated for 500 generations. Notably, the NAS
frequently proposes invalid P-lists, such as those that do not
connect all the valid layers. Therefore, we checked whether
a given network candidate was valid at each generation.
Eliminating invalid network candidates resulted in up to
94% reduction in the total time cost for NAS. The total
computation time was 50 h (1 GPU, Nvidia RTX 2080). The
network with the highest score (for the 500 generations) was
observed at 483 generations. This is a significant reduction
in time cost compared with the naive NAS implementation,
which takes approximately 20-30 GPU days.

Fig. 5 depicts the architecture detected by the proposed
NAS-LCD. It is evident that the detected architecture is
reasonably complex and considerably different from the
hand-crafted one in [20].

C. Visual Place Recognition Performance

For the VPR, the top-1 accuracy was used. To improve
robustness, each i-th query image is augmented by additional
(i±2)-th images and the location with the highest votes is
output as the final decision. The queries that provide no
detection over the entire sequence were treated as false-
negative predictions.

TABLE I
TOP-1 ACCURACY IN VPR

method 9/2 10/30 11/10 11/12 11/13
generic FPN 1.6 3.8 3.3 3.1 2.4
LCD 11.0 17.7 16.8 19.5 13.2
NAS-LCD 16.0 35.0 28.1 26.8 18.2

Table I presents the top-1 accuracy in VPR. It is evident
that NAS-LCD outperformed LCD for all the dataset pairs
considered. The difference exists because NAS-LCD is better
than LCD in describing cropped OBB regions and capturing
object-appearance distribution. In addition, Table I presents
the VPR result with a generic FPN, which was pre-trained
on the VOC2007 dataset for 20 object categories. It is
evident that both the LCD and NAS-LCD methods, both
of which were automatically fine-tuned on the target data,
outperformed the generic FPN-based method.

In summary, the proposed SSDADA framework for mining
effective collection of landmark examples and fine-tuning the
network architecture and parameters is effective in signifi-
cantly improving the VPR performance.

V. CONCLUSIONS

We proposed a lightweight and self-supervised method
for long-term VPR. The proposed method avoids the costly
annotation process by automatically mining landmark-object
instances from the visual experience. The mined object
instances are then used for designing an LCD. The pro-
posed lightweight NAS algorithm is customized for LCD
applications, and significantly reduces the architecture search
and training costs. The experiments showed that the overall
framework could learn effective LCD and yield very reason-
able estimates of VPR. Importantly, the VPR performance
was significantly improved using the proposed method.
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