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Abstract

Choosing a learned engineering surrogate requires specifying what is reused across physical cases,
what information is available at prediction time, and which errors influence the design decision.
Physics-informed neural networks and neural operators address overlapping but nonidentical
versions of this task. This review compares coordinate-based field approximations,
parameter-conditioned surrogates, function-to-function operators, and models refined with
physical equations at deployment. A common mathematical description separates input sampling,
learned approximation, output reconstruction, and case-specific adaptation. Analytical examples
establish an input-information limit, a cost break-even condition, and a bound connecting
surrogate-gradient error to design error under strong convexity. Applications to flow design,
thermal loading, and viscoplastic response show why fast field prediction alone does not establish
an engineering advantage. A proposed evaluation protocol compares physical accuracy, derivative
accuracy, complete computational cost, and performance over genuinely unseen cases.

1. Start with the repeated engineering task

A conventional numerical solver maps a specified physical problem to an approximate solution. A
PINN can represent that solution as a neural field trained using governing equations, boundary
information, and observations [1, 2]. When additional parameters enter the network, the same
model can represent multiple cases. Therefore, the distinction between PINNs and operators is not
simply that one must always retrain and the other never does. The relevant distinction is the input
family, its representation, and the information used during fitting and prediction.

Frequency-compensated flow prediction provides an example of conditioning on design and
operating parameters [3]. Rate- and temperature-dependent plasticity provides a mechanically
different parameterized setting [4]. In both cases, reuse is meaningful only over the represented
problem family. A model for selected scalar parameters does not automatically accept arbitrary
inlet profiles, spatial material distributions, or loading histories. Conversely, a functional input can
be restricted to a low-dimensional family in a particular engineering application.

The related fluid-design patent describes a system in which learned frequency and phase
information supports flow prediction for design candidates [5]. This is relevant to the workflow
being considered, but the patent is not independent evidence of speed, accuracy, or successful
optimization. Those claims require comparisons using the same design objectives and feasibility
tolerances. This review treats architecture choice as a decision about a complete analysis workflow
rather than a contest between model labels.



2. A common mathematical description

Let a denote the physical input, which may include a coefficient field, initial condition, boundary
history, geometry description, and scalar parameters. Let G map this input to a solution field u. A
practical learned predictor usually acts on finite observations P_m a and reconstructs a field
through an output representation R_n:

u = G(a), û = Rn Gθ(Pm a).

The finite input map P_m can sample an inlet profile at sensors or store a material field on a grid.
The reconstruction R_n can interpolate grid outputs or evaluate a coordinate network. These maps
belong in the model specification because they determine which distinctions between physical
inputs survive preprocessing and which output quantities are available to an engineer. Increasing
network width cannot recover information that the input map discarded.

A coordinate PINN for one case represents u_θ(x,t). A parameter-conditioned version represents
u_θ(x,t;μ), where μ may describe a finite-dimensional family. DeepONet combines a
representation of sampled input functions with a representation of output coordinates [6]. A
Fourier neural operator uses learned Fourier-space transformations in an architecture intended to
approximate solution operators [7]. These constructions differ from adding Fourier features to
coordinates, which changes a coordinate network's representation without itself specifying a
function-to-function map [8].

Physics-informed operators combine operator learning with equation constraints [9, 10]. The
equations may be used during training, target-case refinement, or both. Each use changes the
information and computational budget. An operator that predicts once from a frozen model should
not be compared as if it performed the same task as a model subsequently optimized on the target
geometry. The latter may be valuable, but the additional work and physical information must be
counted.

Model construction Object represented Information that must be declared

One-case coordinate
PINN

A field over coordinates Equations, observations, and
case-specific training

Parameter-conditioned
PINN

Fields over a parameter family Parameter ranges and represented
combinations

Neural operator A mapping between input and output
fields

Input sampling and output discretization

Physics-refined operator An operator prediction followed by
adaptation

Target equations, data access, and
adaptation budget



3. An information limit before architecture selection

Suppose two physically distinct inputs a_1 and a_2 have exactly the same encoded representation,
P_m a_1 = P_m a_2. A deterministic predictor using only that representation must return the
same output v for both. For any output norm, the triangle inequality gives

||G(a1) − G(a2)|| ≤ ||G(a1) − v|| + ||G(a2) − v||.
max(||G(a1) − v||, ||G(a2) − v||) ≥ (1/2)||G(a1) − G(a2)||.

At least one error must therefore be at least half the separation between the true outputs. This is an
elementary information bound, independent of optimization and network capacity. It applies
equally to sampled operator inputs and an inadequately parameterized coordinate surrogate. It
does not assert that every practical sensor arrangement has such an ambiguity; it states what
follows when the ambiguity exists.

For an engineering illustration, two inlet-temperature profiles can agree at the input sensors while
differing between them. If the governing transport problem responds to those differences, no
model receiving only the identical sampled values can return both correct solutions. Similarly, a
plasticity input containing only the current strain and temperature can omit the history needed to
distinguish internal states. Resolving either problem requires a richer input representation or
additional assumptions about the admissible input family, not merely a larger network.

The operator approximation results motivating DeepONet concern suitable continuous operators
and adequately represented inputs; they do not remove optimization or generalization error [6].
Resolution-transfer demonstrations in FNO concern the tested problem families [7]. Neither result
should be read as a guarantee that arbitrary engineering inputs can be reconstructed from a fixed
insufficient sensor set. This distinction is especially important when geometry or boundary
topology changes between cases.

4. Representation, discretization, and physical quantities

For a chosen input reconstruction R_m, the prediction error can be separated conceptually into
error caused by replacing a with R_m P_m a and error in approximating the resulting solution. If
G is Lipschitz on the relevant input set with constant L_G, then

||G(a) − û|| ≤ LG||a − RmPma|| + ||G(RmPma) − û||.

The inequality is conditional on the stated norm and Lipschitz property. Near bifurcations, shocks,
loss of stability, or changes of constitutive regime, a useful uniform constant may be unavailable.
Even when it holds, the second term contains approximation, discretization, training, and
evaluation errors. The decomposition organizes these potentially interacting error contributions.

Engineering outputs often differentiate the field. Heat flux depends on a temperature gradient,
viscous traction on velocity gradients, and elastic stress on displacement derivatives. A small field
error in an average norm is insufficient to guarantee those quantities. Mixed-output mechanical
and flow formulations explicitly alter which variables are approximated and differentiated [11, 12,



13]. Thermal and additive-manufacturing applications likewise require validation of cooling rates,
fluxes, and localized maxima [14, 15].

Fourier features, periodic activations, and multiscale frequency analyses provide routes to
representing oscillatory structure [8, 16, 17]. They can also change derivative conditioning because
differentiating a sinusoid introduces frequency factors. A fine output grid may display a
smooth-looking high-resolution field without adding trustworthy physical frequencies. A
resolution study should evaluate error against an independent converged reference, rather than
treating the number of output pixels as an accuracy measure.

Irregular geometry introduces another representation choice. Graph-based mesh simulators
operate on a discretization and its connectivity [18]. Their geometry-transfer properties depend on
node attributes, connectivity, message passing, and the represented mesh family. A graph
simulator is not automatically physics-informed in the residual-based sense. Geometry-aware
architecture, supervised simulation learning, and explicit equation penalties are separate
mechanisms and should be reported separately.

5. Cost accounting and an analytical break-even calculation

Let a conventional solver require cost C_s per new case. Let the learned workflow require a fixed
setup cost C_0, prediction cost C_q per case, and adaptation cost C_a per case. Setup includes
data generation, preprocessing, architecture searches, unsuccessful runs, and final training. For N
cases,

Csolver(N) = N Cs.
Clearned(N) = C0 + N(Cq + Ca).
N > C0/(Cs − Cq − Ca), if Cs > Cq + Ca.

If the denominator is nonpositive, no positive number of repeated cases recovers the setup cost
under this simplified model. Hardware, parallelism, batch sizes, and requested output quantities
must be comparable. If a conventional solver also has substantial reusable setup, include its fixed
cost on the other side of the comparison. The expression provides a starting model for task-specific
cost accounting.

As a hypothetical arithmetic example, take a learned setup cost of 600 compute-hours, a reference
solve cost of two hours per case, and frozen prediction cost of 0.02 hours. With no adaptation, the
learned cost becomes lower at 304 integer cases. If adaptation adds 0.5 hours per case, the
crossover moves to 406 cases. If adaptation costs two hours, there is no crossover against the
stated reference solver. These assumed numbers illustrate sensitivity to adaptation.

The useful denominator should also reflect failures. If an out-of-envelope case triggers a
conventional solve, the expected online cost includes that fallback probability. Model
maintenance, retraining after geometry changes, and independent verification add further costs. A
surrogate that fails to meet the engineering tolerance should not receive credit merely because its
raw query is cheap. Published FEM comparisons underline the importance of distinguishing
trained-network evaluation from the full cost of obtaining an accurate solution [19].



Multifidelity training can reduce the cost of obtaining information, but introduces a relationship
between low- and high-fidelity outputs that must itself be learned and checked [20]. A systematic
bias in the inexpensive model does not vanish when its dataset becomes large. The training-data
bill should include the number and accuracy of all reference solves, not only the smaller
high-fidelity subset.

6. A design optimizer needs trustworthy derivatives

A differentiable surrogate can supply objective gradients to an optimizer, but differentiability is
not the same as gradient accuracy. Let J(μ) be a differentiable true design objective that is
m-strongly convex over a convex feasible domain, with m > 0. Suppose an interior surrogate
optimum μ_h satisfies ∇J_h(μ_h) = 0 and the gradient discrepancy at that point obeys ||∇J(μ_h)
− ∇J_h(μ_h)|| ≤ δ. If the true optimum μ* is interior, strong monotonicity of ∇J yields

||μh − μ*|| ≤ δ/m.

The argument uses m||μ_h − μ*||² ≤ (∇J(μ_h) − ∇J(μ*))·(μ_h − μ*) and ∇J(μ*) = 0, followed by
Cauchy-Schwarz. This is a local workflow diagnostic under restrictive assumptions, not a
guarantee for nonconvex fluid-design optimization. Active constraints require an appropriate
optimality-condition analysis, and multiple local optima can defeat a global-distance
interpretation.

The example clarifies why reporting only solution-field error leaves a gap in a design claim.
Validate sensitivities by independent perturbations or trusted reference derivatives. Then evaluate
the proposed optimum with a conventional solver, including feasibility margins. Hard-constraint
inverse-design methods provide a relevant formulation reference [21], while exact boundary
parameterizations illustrate how selected constraints can be imposed structurally [22]. Neither
eliminates surrogate model error in the objective or other constraints.

7. Flow and solid mechanics imply different reuse envelopes

For a flow surrogate, the relevant inputs may include geometry, inlet profile, viscosity, and time. A
change in Reynolds number or geometry can alter wake frequency and phase, making a
long-horizon prediction a different challenge from spatial interpolation. The
frequency-compensated study reports improvements over a no-feature comparison for its selected
conditions [3]. Its evidence should not be extended to untested turbulent regimes or surface loads
outside the represented region. The fluid-design patent supplies application context without
resolving that validation gap [5].

For viscoplasticity, loading path and internal variables matter alongside strain rate and
temperature [4]. An operator intended to accept arbitrary load histories must represent the history
or an adequate evolving state. A finite vector of operating parameters may be entirely sufficient for
a deliberately restricted monotonic family. Thermodynamic constitutive networks provide a
complementary route to structuring material response [23]. The correct choice depends on the
admissible histories and the quantities used in the engineering decision.



This distinction also affects extrapolation tests. Holding out a scalar rate inside a represented
range, extending the strain interval, and changing the loading path test different capabilities. A
single pooled score hides those differences. Operator models should be tested on complete unseen
functions or cases, while coordinate models should have a separately stated spatial verification
grid. Both need tests that reflect the actual proposed reuse.

8. A proposed comparison that can support a decision

Specify a physical family, engineering tolerances, and anticipated number of cases before choosing
models. Establish a converged conventional reference and a simple surrogate baseline. Then
compare a parameter-conditioned PINN, a suitable operator, and a physics-refined variant only if
the target workflow permits adaptation. Give each family an explicit tuning budget. Optimization
pathology studies show why comparing a carefully tuned method with an unstable default
configuration is unreliable [24, 25, 26]. Practical training guidance can help standardize the
starting point [27].

Separate frozen prediction, physics-only adaptation, and adaptation with target measurements.
Report field norms, derivative quantities, conservation diagnostics, design-ranking error,
constraint misses, and total cost. Retain failed initializations. Residual sampling and temporal
organization can materially affect training, so they must either be controlled or treated as separate
interventions [28, 29]. A method should not gain an invisible advantage by using target-case
physics or measurements that its baseline never receives.

PDEBench and PINNacle offer reusable benchmark contexts, and DeepXDE provides
implementation infrastructure [30, 31, 32]. They do not replace application-specific tests of
geometry, loading paths, and engineering quantities. Mathematical convergence results and
inverse stability estimates apply under their stated assumptions [33, 34]. They are not automatic
certification of a learned operator over a new physical family.

Bayesian PINNs and ensembles can provide uncertainty information under different assumptions
[35, 36]. For a repeated design workflow, evaluate uncertainty on the final quantities and examine
the cost and effectiveness of fallback decisions. The preferred model is the least costly complete
workflow that meets the declared accuracy and feasibility requirements over the intended
workload, with failures and maintenance included.

9. Worked input-resolution example for a conduction operator

Consider the nondimensional steady conduction problem −u''(x) = a(x) on the unit interval with
zero endpoint temperatures. Suppose the input encoder samples the source at x_j = j/m, for
integer j from zero to m. Choose a_1(x) = 0 and a_2(x) = sin(2πmx). Every encoded source value is
zero in both cases, yet the exact solutions are u_1 = 0 and u_2 = sin(2πmx)/(2πm)². The two
physical inputs are therefore indistinguishable to that encoder while their solutions differ.

For the maximum norm, any deterministic predictor based only on those samples has error at least
1/[2(2πm)²] on one of the two cases. The corresponding heat-flux solutions, defined here as −u',
differ in maximum norm by 1/(2πm). If flux is the quantity of interest, the information bound is



consequently larger in its own nondimensional scale than the temperature bound. The example
connects input aliasing directly to the engineering output rather than only to a visual
reconstruction error.

The source family in this example changes with m. It therefore does not contradict convergence as
sensors become denser for a fixed suitably regular input family. Instead, it shows why a claim of
resolution independence must specify the admissible bandwidth or regularity of the inputs.
Increasing output resolution without enriching the sampled source cannot distinguish the two
stated cases. Additional PDE evaluations using the true source between input sensors would
supply new information and change the problem being solved.

In an industrial thermal application, the analogue is a narrow heat-input feature missed by the
supplied source grid. A physics-refined model may recover its effect if refinement has access to a
sufficiently resolved source description. A frozen operator receiving only the aliased grid does not
have that information. Comparisons should identify whether source reconstruction is performed
outside the neural model and include its computational cost.

This small problem is also a useful implementation check. Its exact fields, input samples, and
fluxes provide directly evaluable reference quantities. It isolates information loss from
approximation and optimization errors. More realistic nonlinear experiments are still necessary,
but they should preserve this distinction between a model that failed to use available information
and a model that was never supplied enough information.

10. Conclusions

PINNs and neural operators should be compared through the physical mapping, information
representation, and pattern of reuse. A coordinate surrogate can be reusable, an operator can
require case-specific refinement, and either can be limited by inadequate input information.
Fourier coordinate features and Fourier operator layers should be distinguished even when both
help represent oscillatory behavior.

The analytical information bound, cost crossover, and derivative-error argument identify three
separate engineering requirements: informative inputs, worthwhile amortization, and trustworthy
downstream decisions. An architecture claim becomes useful when those requirements are tested
together with physical accuracy and complete computational cost.
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