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Abstract

Hypersonic vehicles operate in a complex regime where thermal, aerodynamic, and structural considerations constrain possible

vehicle designs and trajectories, motivating multidisciplinary analysis and optimization (MDAO) of these coupled systems. Such

vehicles are frequently optimized at single or multiple design point conditions, which can give poor performance at o-design con-

ditions experienced during ¯ight. Control co-design instead optimizes a vehicle and its trajectory together for a speci®ed mission.

We present a gradient-based control co-design framework for hypersonic glide vehicles, applied to two missions: a maximum-

range sprint and a maximum-range ¯ight through spatial obstacles. The co-designed vehicles outperform a point-designed vehicle

for their respective missions, ¯ying 13% farther on the sprint mission and 5% farther on the obstacle mission than the point-design

vehicle. Each converges to a distinct geometry parameterized by 31 design parameters that set its aerodynamic behavior and mass,

with the optimizer trading one against the other as each mission requires. Fidelity escalation also proves bene®cial: vehicles co-

designed with surface-inclination and computational ¯uid dynamics (CFD) aerodynamics are more physically similar than vehicles

co-designed for dierent missions, and warm-starting a CFD co-design optimization from a low-®delity design reduces the com-

pute time to 20%. The framework extends readily to thermal, structural, and propulsive modeling, and the gradient-based approach

keeps such high-dimensional problems tractable.

Keywords: Hypersonic glide vehicle, Vehicle optimization, Control co-design, Computational ¯uid dynamics, Trajectory

optimization

1. Introduction

The high speeds of hypersonic ¯ight provide the main ben-

e®t of the regime but also cause the complications that make

it so challenging to operate in. Hypersonic speeds could allow

for faster international travel for civilian passengers or enable

cheaper access to space by using air-breathing engines as op-

posed to rockets. For defensive purposes, hypersonic capabil-

ities are a growing ®eld of interest. Maneuverable hypersonic

vehicles not only travel faster but also provide reduced warn-

ing times to detection systems and can be tougher to intercept.

Designing and operating a hypersonic vehicle is a complicated

process as the vehicle may operate over a wide range of Mach

numbers and altitudes, especially if it is an accelerator or hy-

personic glide vehicle (HGV). Such a diverse ¯ight envelope

makes it dicult to optimize the vehicle’s aerodynamic perfor-

mance while also maintaining stability and control. The hyper-

sonic regime is also associated with large dynamic pressures

and thermal loads, which need to be managed. Hypersonic

vehicles need to be highly integrated to manage the extreme

structural and thermal loads, as well as generate net thrust for

air-breathing vehicles.

The coupling of aerodynamics, structures, thermodynamics,

and propulsion requires using multidisciplinary analysis and
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optimization (MDAO) if the optimum vehicle is to be obtained.

The optimization of the aerodynamic performance is often per-

formed standalone for waverider con®gurations. The hyper-

sonic waverider was ®rst envisaged as a re-entry glider, de-

signed to eciently generate lift to reduce deceleration loads

and heating rates [1]. The analysis and optimization of wa-

verider designs have developed in several ways. For the anal-

ysis and parameterization, several new methods have been de-

veloped. While the original waverider analysis assumed a 2D

planar ¯ow ®eld creating a ªΛº shape design [1], swapping to

a 2D axisymmetric ¯ow ®eld from a cone [2] or a 3D oscu-

lating cone ¯ow [3] allowed for greater volumetric eciency

in the vehicle designs. Likewise, parameterization approaches

have improved compared to the original straight line design

[1]. Class-shape transformation has been applied both to the

conceptual design of gliding con®gurations [4] and, in an im-

proved form, to the aerodynamic shape optimization of hy-

personic vehicles [5], while B-spline parameterizations have

been used to optimize HGVs subject to stringent loading con-

straints [6]. More detailed documentation of such developments

can be found in review papers [7]. The primary limitation in

the majority of these approaches is the single-point evaluation,

causing degradation in performance when operated away from

the design point condition (typically speci®ed byMach number,

angle of attack, and altitude). A hypersonic cruise vehicle with

propulsion can maintain a steady Mach number, but HGVs and



accelerators traverse a wide ¯ight envelope, so a single-point

objective is at best a proxy metric for the mission performance.

There are eorts to create wide-speed waveriders [8] that con-

sider the performance of the waverider over a set of discrete

Mach numbers or range. While this is an improvement over

point design, it fails to consider the operation of the vehicle.

Vehicles are inherently valued for their dynamics, that is,

their trajectory or movement through space. Unlike the liter-

ature on optimization of HGVs, the research for launch vehicle

design systems is more likely to incorporate trajectory analy-

sis than detailed aerodynamics, often relying on empirical or

semi-empirical methods [9]. There are two approaches to in-

corporating trajectories into the evaluation of the vehicle un-

dergoing optimization. The ®rst is the evaluation of the vehi-

cle’s trajectory for ®xed control inputs or a speci®ed control

law. This involves using a forward integrator to determine the

performance of the speci®ed vehicle con®guration, often speci-

fying the angle of attack as a constant [10] or a simple function

of the ¯ight conditions [11, 12]. A better approach is to solve

the optimal control problem for the trajectory. Letting an op-

timizer decide what the optimum control inputs (open-loop) or

control gains (closed-loop) are improves the vehicle’s perfor-

mance and allows its potential to be fully realized. This pro-

cess, which optimizes both vehicle design parameters and the

trajectory controls, is labeled ‘control co-design’ [13, 14, 15].

By considering both aspects together, the optimal combination

can be identi®ed, which is unlikely to be found using a sequen-

tial optimization (vehicle then trajectory optimization). For the

application to HGVs, there are several recent approaches. Coul-

ter et al. [16] used a Bayesian optimizer to optimize an X-43

model by using two deformation modes to improve trajectory

distance. Cangelosi et al. [17] optimized a waverider model for

two design parameters for maximum range in a dierentiable

con®guration, and compared the performance to the starting

nominal design. Ma et al. [18] optimized an HTV-2-like vehicle

de®ned by seven parameters, using a gradient-based approach

to improve the vehicle for maximum range from the nominal

design. Further analysis included a propulsion system for the

comparison of the two co-designed vehicles, one with and one

without propulsion. Co-designing with propulsion enabled a

3.87% improvement in range compared to adding propulsion to

the vehicle co-designed without it. Comparing the bene®ts of

a fully coupled and an iterative optimization approach for ve-

hicle and closed-loop trajectory control analysis, Pan et al. [19]

performed a multi-objective optimization using an evolutionary

algorithm. Co-design analysis has also been applied to boost-

glide systems to show the bene®t of including the boost stage

for the design of a boost-glide vehicle [20, 21, 22].

Despite this existing research, there are several limitations.

First, the bene®t of co-design over conventional practice has not

been quanti®ed for the HGV. Most investigations either com-

pare two co-designed vehicles or compare to a nominal vehicle

and not a vehicle produced by the point-design process that co-

design is intended to replace. Second, aerodynamic ®delity and

degrees of freedom of the design are a trade-o against one

another. Studies that employed computational ¯uid dynamics

(CFD) simulations for aerodynamics carry far fewer design pa-

rameters than those which relied on cheaper methods. The ob-

jective of this paper is to clearly demonstrate the utility of the

control co-design methodology, whereby optimizing a vehicle

for a speci®c mission produces superior results compared to a

vehicle optimized at a single design point. This analysis is then

extended to show that ®delity escalation is a viable approach

for hypersonic vehicle co-design, mitigating the computational

cost of high-®delity methods by warm-starting the optimization

from the converged solution of a lower-®delity co-design. To

this end, three vehicles are optimized using low-®delity, local

surface inclination aerodynamics: one for a ®xed point-design

condition and two for distinct sprint and obstacle-avoidance

missions. The mission-optimized vehicles are shown to out-

perform the point-designed vehicle when each is evaluated on

its respective mission. The sprint co-design is then repeated us-

ing CFD-based aerodynamics, both cold-started from a nominal

initial design and warm-started from the converged low-®delity

solution, to assess the design convergence and to quantify the

computational bene®t of ®delity escalation. Section 2 describes

the co-design formulation, and Section 3 details the optimiza-

tion solver and the vehicle, aerodynamic, and trajectory models

used. Section 4 speci®es the three design problems in terms of

those models. Section 5 presents low-®delity co-design results

for the point-design, sprint, and obstacle-avoidance missions.

Section 6 extends this to CFD-based co-design of the sprint

mission, comparing the cold- and warm-started optimization.

Section 7 summarizes the key ®ndings and contributions of this

work.

2. Co-Design Formulation

Control co-design is a speci®c form of multi-disciplinary

analysis and optimization which seeks to optimize the perfor-

mance of a system for a time-dependent mission. This requires

the inclusion of modeling the time-dependent dynamics of the

system with respect to some control, whether open-loop or

closed loop. The controlled system in co-design is commonly

referred to as the ‘plant’; however, given the context of analyz-

ing hypersonic glide vehicles, the system will be generally re-

ferred to as a vehicle. There are two frameworks which can be

employed for control co-design: simultaneous and nested ap-

proaches. The simultaneous approach uses a single optimizer

which optimizes both the design variables for the vehicle (xv)

as well as the controls (u) and/or states (xtr) for the trajectory.

This is expressed as a single optimization problem seeking to

®nd the trajectory variables, trajectory controls, mission time,

and vehicle design variables which minimize the objective cost

J for a speci®c mission,

min
xtr, u, t f , xv

J

xtr, u, t f , xv


(1a)

s.t. hv (xv) ≥ 0 (1b)

Çxtr = f (t, xtr, u, xv) (1c)

htr (t, xtr, u, xv) ≥ 0 (1d)

htr0 (t0, xtr(t0), u(t0), xv) ≥ 0 (1e)

htr f


t f , xtr(t f ), u(t f ), xv


≥ 0. (1f)
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The optimization is constrained by ®ve dierent constraints.

Equation (1b) represents the static constraints, which are in-

dependent of the dynamics and are functions of just the vehicle

design variables. These constraints can include physical lim-

itations such as volume, shape or mass, or constraints evalu-

ated at speci®c conditions such as lift-to-drag or stability at a

¯ight condition. The four remaining constraints are applied to

the dynamic system, aecting the feasibility of the allowed tra-

jectories. Equation (1c) is a consistency condition on the dy-

namics, specifying the time evolution of the trajectory states

and ensuring that the trajectory correctly evolves in time as de-

termined by the governing physics. The remaining three con-

straints (Eqs. (1d)±(1f)) are applied to the controls and states of

the dynamics, with the last two being speci®cally applied to the

trajectory variables at the initial time t0 and the ®nal time t f ,

respectively. These trajectory constraints can be used to ensure

the vehicle operates within a safe ¯ight envelope and airspace,

such as by specifying operating height and speed limits. Spec-

ifying the initial trajectory variable constraints is equivalent to

specifying the initial conditions of the trajectory optimization

problem, such as the position and velocity of the vehicle. Final

trajectory variable constraints instead specify the conditions the

vehicle must reach at the end of the mission. If a vehicle cannot

satisfy the trajectory constraints, whether at the initial or ®nal

time or along the path, then no feasible trajectory exists, which

is problematic for nested co-design implementations.

Optimizing over all of these variables for trajectory and vehi-

cle can create a high-dimensional space to search. It is possible

to separate the optimization problem in Eq. (1) into a bi-level

con®guration to help reduce the outer dimensionality. This is

the nested co-design approach: an outer optimizer handles the

vehicle design variables, and a nested trajectory optimizer is

used to identify the optimal trajectory for the speci®c vehicle.

The outer-loop problem seeks to obtain the minimum objective

cost and corresponding design variables,

min
xv

J (xv) (2a)

s.t. hv (xv) ≥ 0. (2b)

This formulation is identical to a standard point-design or

trajectory-unaware formulation. The calculation of the cost is

the driving dierence, as a point-design problem will use the

static properties of the vehicle to calculate the cost, estimat-

ing the mission performance with some chosen design metrics.

The nested co-design problem instead optimizes the trajectory

for the vehicle with the dynamic constraints. This is an opti-

mal control problem, where the optimizer has control over the

dynamic states and controls in order to obtain the optimum per-

formance for the vehicle speci®ed by the outer-loop optimizer,

J(xv)  min
xtr, u, t f

Jtr


xtr, u, t f ; xv


(3a)

s.t. Çxtr = f (t, xtr, u; xv) (3b)

htr (t, xtr, u; xv) ≥ 0 (3c)

htr0 (t0, xtr(t0), u(t0); xv) ≥ 0 (3d)

htr f


t f , xtr(t f ), u(t f ); xv


≥ 0. (3e)

where Jtr is the trajectory cost for the ®xed design xv. Both

the nested and simultaneous formulations pose the same opti-

mization problem, diering in how the search over the vehicle

and trajectory variables is partitioned rather than in the solu-

tion being sought. For a convex problem the two approaches

converge to the same solution [15]; for non-convex problems,

such as those considered here, either approach may converge

to a local optimum, and the two need not ®nd the same one.

The choice of which control co-design implementation to use

is problem-dependent. The cost per outer iteration is increased

for the nested co-design due to inclusion of the trajectory op-

timization; however, the reduced dimensionality of the outer

optimization problem should allow the system to converge in

fewer outer iterations. The nested approach is therefore bene-

®cial for problems where the nested trajectory optimization is

relatively fast compared to the vehicle evaluation [15]. A fur-

ther advantage of the nested approach is that every outer iterate

is a realizable design: each vehicle is paired with its optimal,

dynamically feasible trajectory, so the objective history directly

tracks the improvement in mission performance throughout the

optimization. In the simultaneous approach, the dynamics are

generally satis®ed only at convergence, so intermediate iterates

do not correspond to achievable missions.

One of the diculties with the nested co-design approach is

calculating the performance when there is no feasible trajectory

due to constraint violations. For the simultaneous approach,

the optimizer is aware of the trajectory constraint violations as

the sole optimizer handles all constraints. This is not the case

for the nested approach which only communicates the mission

performance to the outer optimizer. One approach to account

for this is to incorporate additional static constraints to limit the

design variable feasibility space. Ideally, these static feasibil-

ity constraints reduce the design variable space to a subspace

in which a feasible trajectory can always be obtained; however,

creating such constraints is not always possible [15]. An alter-

native approach is to communicate the constraint violation to

the outer optimizer by implementing ‘soft’ constraints. In this

approach, constraints may be violated but the violation is scaled

and added to the objective cost. The outer optimizer, seeking to

reduce the cost, will move toward the design space where feasi-

ble trajectories can be obtained and violations are avoided [23].

The present work takes the former approach, with a static con-

straint on the vehicle mass ensuring that the initial trajectory

conditions lie within the allowed ¯ight envelope (Section 3.6).

The trajectory dynamics rely on disciplinary models for the

characteristics of the vehicle at a given state and control [24].

For a hypersonic glide vehicle these are principally the aero-

dynamic coecients, which can be functions of Mach number,
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angle of attack, sideslip angle, and/or altitude. These models

can be coupled to the dynamics in two ways. In the direct ap-

proach, the aerodynamics are evaluated at each state and control

requested by the trajectory optimizer, requiring an aerodynamic

simulation at every collocation point of every iteration. In the

surrogate-based approach, the aerodynamics are instead sam-

pled beforehand, and a surrogate model ®tted to these samples

is evaluated in place of the simulation. Surrogates can take two

forms. A global surrogate, ÄC(xtr, u, xv), spans both the design

and trajectory spaces, and can be generated oine and reused

throughout the optimization; however, the number of samples

required grows rapidly with the number of design variables in-

cluded. A vehicle-speci®c surrogate, ÄC(xtr, u; xv), spans only

the trajectory variables for a ®xed design, and must be regener-

ated within the loop whenever the design changes. These forms

are written in full generality; in practice, a surrogate need only

depend on the variables that in¯uence the modeled quantity,

which are typically a subset of, or derived from, the design,

state, and control variables. For example, the aerodynamic co-

ecients in this work are functions of the Mach number and

angle of attack, with the Mach number derived from the veloc-

ity and altitude states. In either form, the surrogate must be dif-

ferentiable with respect to its trajectory inputs, as the gradient-

based trajectory optimizer requires the derivatives of the dy-

namics with respect to the states and controls. For simultaneous

co-design, the choice between direct and surrogate-based cou-

pling depends on whether the number of samples needed for

an accurate surrogate is smaller than the number of evaluations

requested over the course of the optimization [24].

Nested co-design is naturally suited to vehicle-speci®c sur-

rogates, as the design is held ®xed throughout each trajectory

optimization. Each trajectory optimization may require 10 to

1000 iterations, each evaluating the aerodynamics at every col-

location point, and this is repeated at every outer iteration; a

single sweep of the ¯ight envelope per outer iteration replaces

all of these evaluations. The advantage grows with aerody-

namic ®delity, as the cost of each evaluation increases. With a

surrogate, the trajectory optimization time becomes negligible

compared to the time taken to generate the aerodynamic data,

which is the regime in which the nested approach is most bene-

®cial. A surrogate-based nested co-design framework is shown

in the eXtended Design Structure Matrix (XDSM) format [25]

in Fig. 1.

Initial design

variables
Mission

Optimal design

variables
Outer optimizer Design variables

Static constraints
Physics and

modeling
Surrogate models

Optimal

trajectory

Mission

performance

Trajectory

optimizer

Figure 1: XDSM of the surrogate-based nested co-design framework

For the optimization of hypersonic glide vehicles, the XDSM

can be re®ned to include more detail on the vehicle evaluation

methodology. Figure 2 shows the XDSM used for the current

investigation. The ‘physics and modeling’ process has been ex-

panded into several distinct processes. The roles of the pro-

cesses are discussed in Section 3. Not mentioned in the XDSM

is the propagation of gradients. Gradient-based optimizers typ-

ically require far fewer function evaluations than gradient-free

methods to converge, with the advantage growing with the num-

ber of design variables [26, 27]. Gradient-free methods, how-

ever, can treat each process as a black box, avoiding the need

to ensure that every process in the framework is dierentiable.

As each evaluation here requires a complete pass through the

framework, including an aerodynamic sweep and a trajectory

optimization, the reduction in evaluations outweighs this cost,

making the inclusion of gradients essential for solving the co-

design problem eciently. All the variables communicated be-

tween processes are also communicated with the gradients of

those variables with respect to the design variables. This is

achieved using forward-mode automatic dierentiation and the

chain rule, producing surrogate models that are dierentiable

with respect to the design variables (Section 3). The gradi-

ent of the optimal mission cost with respect to the design vari-

ables, ∇xv
J , is then obtained from the surrogate gradients by

post-optimality analysis of the converged trajectory optimiza-

tion [28].

The outer problem of Eq. (2) is solved with a gradient-based

optimizer. At every outer iteration the framework returns the

mission cost J(xv) and the vehicle constraints hv(xv), together

with their gradients ∇xv
J and ∇xv

hv, from which the optimizer

determines the next design point. A single outer iteration there-

fore comprises one complete pass through the framework of

Fig. 2: mesh generation, evaluation of the vehicle properties

and constraints, an aerodynamic sweep over the ¯ight envelope,

construction of the aerodynamic surrogates, and a nested tra-

jectory optimization. The optimizer itself, its convergence cri-

terion, and the initialization of the design vector are described

in Section 3.1.

3. Vehicle and Trajectory Models

This section describes the models and solvers behind each

process of the nested co-design framework shown in Fig. 2,

taken in the order they appear in that ®gure. Alongside the

speci®ed outputs, every model provides the sensitivity of the

outputs to the design parameters, as required by the gradient-

based outer optimizer.

3.1. Outer Optimization

The outer problem of Eq. (2) is solved using sequential least-

squares quadratic programming (SLSQP) [29, 30], a gradient-

based method that solves a quadratic programming subprob-

lem at each iteration, formed from a quasi-Newton approxima-

tion of the Hessian of the Lagrangian and a linearization of the

constraints, using the pyslsqp implementation [31]. The opti-

mization terminates once the constraint violation, and either the

4



x
(0)
v Gaero GSM Mission

x
∗
v

Outer

optimizer
xv

Mesh

generation
M M

Vehicle

properties
Sref, Lref, cm m, Vu m

Aerodynamics (CF , CM)


Gaero

Surrogate

modeling
SM C̃D , C̃L

hv
Vehicle

constraints

x
∗
tr, u

∗, J ∗
J

Trajectory

optimizer

Figure 2: XDSM of the co-design framework for the optimization of a hypersonic glide vehicle

change in objective or the step length, fall below a tolerance of

10−4. No iteration limit is imposed beyond the solver default of

100, which none of the optimizations presented here reach.

Two strategies are used to initialize the design vector, x
(0)
v ,

where the superscript (k) denotes the k-th outer iteration. A cold

start places the initial design at the midpoint of the parameter

bounds, x
(0)
v =


xvmin

+ xvmax


/2, and requires no prior knowl-

edge of the solution. A warm start instead initializes x
(0)
v from

an existing vehicle design of the same parameterization, provid-

ing a more informed initial guess. In this work, the warm start

uses the converged design of a co-design optimization of the

same mission performed at lower aerodynamic ®delity. Only

the design vector is transferred: the physics evaluations are re-

computed at the new ®delity, and the optimizer’s Hessian ap-

proximation is rebuilt from scratch.

3.2. Vehicle Geometry

The vehicle is parameterized by a set of scalars that admit a

wide range of aerodynamic shapes while maintaining a closed

manifold, smooth mesh, and practical internal volume; suitabil-

ity for launch and separation is not considered beyond a bound

on the total length. Geometry is described primarily by two

sets of Bézier curves, as shown in Fig. 3a. Bézier curves are

a convenient choice as they allow a high level of parameteri-

zation while maintaining feasible geometries with a few sensi-

ble constraints (which are rarely active and not described here).

Six curves traverse longitudinally with 6 control points each,

including a ®xed point at the nose. These longitudinal Bézier

curves describe the control points for two nearly perpendicu-

lar Bézier curves which in turn describe the top and underside

cross-section pro®le at a given axial station on the vehicle. In

total, there are 30 Bézier control point parameters. One addi-

tional parameter prescribes total vehicle length, xv,Length, which

in the current work is limited to 4m, giving Nd = 31 design

variables. The nose-tip leading edge is described with a half-

sphere, and wing leading edges are described by a 180◦ arc,

both with a constant diameter of 10mm. The vehicle aft surface

is created by trans®nite interpolation between the four edges.

Geometry generation is performed using the in-house reposi-

tory hyperVehicle [32]. The surface mesh is generated using

geometry de®nition functions adapted from the Eilmer geom-

etry package distributed as part of GDTk maintained by the

University of Queensland [33], and is formed of triangular ele-

ments. The vehicle is generated with the nose tip at the origin

using forward-right-down body axes, such that the positive x-

axis is directed through the nose.

The resulting meshM consists of Nnodes surface nodes at po-

sitions xk, connected into Npanels triangular panels, each with

area Ai, centroid ci, and outward unit normal Ãni. The gradient-

based outer optimizer requires accurate geometric sensitivi-

ties of the mesh, ∇xv
M. This requires obtaining the sensi-

tivity of the mesh nodes to the design parameters. This is

achieved using forward-mode automatic dierentiation, imple-

mented in a custom Python class with operator overloading.

For a mesh with thousands of outputs and a smaller number

of inputs, the forward-mode approach is more ecient than

reverse-mode [34]. The implementation uses dual numbers,

which carry the partial derivatives with respect to every design

parameter alongside each value, avoiding the repeated geome-

try generation and step-size error of the ®nite dierencing used

previously [35].
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(a) Example control points and corresponding longitudinal Bézier curve.

(b) Cross-section Bézier curves and control points. Arrows indicate control point degrees

of freedom.

Figure 3: Schematics of vehicle pro®le de®ned by intersecting Bézier curves.

Not to scale.

3.3. Vehicle Properties

The triangulated, watertight mesh surface allows for the

quanti®cation of the key vehicle properties. The vehicle mass

is modeled as the sum of a ®xed payload mass, mload = 300 kg,

representing payload and avionics, and a structural shell with

areal density ρs = 30 kgm−2 representing the outer structure

and frame,

m  mload + ρsAsurface (4)

where Asurface is the total surface area of the mesh. The payload

is assumed to be located at the midpoint of the vehicle length,

cload = [−xv,Length/2, 0, 0]
⊤, and the center of mass is

cm 

mload cload + ρs

Npanels

i=1
Ai ci

m
(5)

where Ai and ci are the area and centroid of the i-th of the Npanels

panels in the surface mesh, respectively. The reference area and

length are de®ned from the total enclosed volume V and vehicle

length parameter xv,Length,

S ref  V2/3, ℓref  xv,Length. (6)

The usable internal volume excludes a structural shell of thick-

ness ts = 0.025m to account for structure, framing, and the

limitations of curved internal volume, particularly in wing sec-

tions,

Vu  V − ts Asurface (7)

Automatic dierentiation provides the gradient of each of these

properties with respect to the design parameters.

3.4. Aerodynamics Solver

For the present study, it is assumed that there is no Reynolds

number dependence and the ¯ow is treated as inviscid. The ve-

hicle’s aerodynamic performance is therefore a function of the

Mach number, Ma, and the vehicle’s orientation to the ¯ow, as

determined by the angle of attack α and sideslip angle β. The

dynamics in Section 3.7 assume zero sideslip angle, creating a

two-dimensional operating space for the vehicle aerodynamics.

To generate the aerodynamic database for a surrogate model,

simulations are conducted for a structured grid of discrete op-

erating points Gaero spanning the ¯ight envelope α ∈ [0, 15◦],

Ma ∈ [2, 10], with the speci®c grid depending on the aerody-

namic solver (Table 1).

Table 1: Angle-of-attack and Mach number sampling grids for aerodynamic

database generation (Gaero, with a reduced grid for CFD) and static margin

constraint evaluation (GSM).

Grid α, deg Ma Points

Gaero 0, 1.5, . . . , 15 2, 3, . . . , 10 99

GCFD
aero 0, 3, . . . , 15 2, 4, . . . , 10 30

GSM 2.5, 7.5, 12.5 3, 6, 9 9

Each simulation provides the pressure for each panel of the

triangulated vehicle geometry. The resulting forces and mo-

ments relative to the center of mass of the vehicle are

F =

Npanels

i=1

Fi = −

Npanels

i=1

piAi Ãni, (8)

M =

Npanels

i=1

(ci − cm) × Fi, (9)

where pi is the pressure on panel i and Ãni is its outward unit

normal. The gradient-based outer optimizer also requires the

Jacobians of the forces and moments with respect to the design

variables, JxvF and JxvM, where Jxv denotes the Jacobian with

respect to xv. These follow from applying the product rule to

each term of the sums, and require the sensitivities of the panel

pressures, ∇xv
pi, areas, ∇xv

Ai, normals, Jxv Ãni, and centroids,

Jxv ci, together with that of the center of mass, Jxv cm. The mesh

generation provides the geometric sensitivities for the area, nor-

mal vector, and centroid positions, while the method for cal-

culating the pressure gradient depends upon the aerodynamic

solver.

The forces and moments are non-dimensionalized by the

freestream dynamic pressure q∞ and the reference quantities

S ref and ℓref de®ned in Section 3.3,

CF 
F

q∞S ref

, CM 
M

q∞S refℓref
. (10)
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The freestream dynamic pressure is

q∞ 
1

2
ρ∞v2∞ =

1

2
γp∞Ma2∞, (11)

where ρ∞, v∞, p∞, andMa∞ are the freestream density, velocity,

pressure, and Mach number, and γ = 1.4 is the speci®c heat

ratio of air. The lift, drag, and pitching moment coecients CL,

CD, and Cm are obtained by resolving CF into the wind frame

and extracting the pitching moment component of CM .

3.4.1. Local Surface Inclination Methods

At early conceptual design stages, simpli®ed models which

allow for rapid evaluation and development are preferred. For

hypersonic ¯ows, local surface inclination methods (panel

methods) provide computationally inexpensive predictions of

surface pressure. The surface inclination angle δ is calculated

from the outward unit normal of each panel and the freestream

velocity direction,

δi  cos−1 (Ãv∞ · Ãni) −
π

2
(12)

with δ ∈ [−π/2, π/2], where positive values correspond to

windward-facing panels, negative values to rearward-facing

panels, and zero to panels tangential to the ¯ow. Four schemes

are employed depending on δ and the ¯ow conditions: the tan-

gent cone and normal shock schemes for windward panels, and

the Prandtl±Meyer expansion and rear-face schemes for rear-

ward panels. Full details and an illustrative Cp±δ compari-

son across Mach numbers are provided in Appendix A. Each

scheme provides the coecient of pressure Cp(δ,Ma, γ), from

which the panel pressure is

p  q∞Cp(δ,Ma, γ) + p∞. (13)

The pressure sensitivity with respect to the design parameters

follows from the chain rule through the inclination angle δi,

∇xv
pi = −

q∞

cos δi

Cp,δ (δi,Ma, γ) Ãv∞ · Jxv Ãni, (14)

where Cp,δ  ∂Cp/∂δ is evaluated analytically or, where this is

unavailable, from a cubic spline ®t of Cp against δ. The aero-

dynamics for the panel methods are evaluated on the structured

grid Gaero listed in Table 1.

3.4.2. Inviscid Computational Fluid Dynamics

For higher ®delity, inviscid simulations are performed using

ANSYS Fluent [36], at a much greater cost per outer iteration

than the local surface inclination methods.

The vehicle is exported to a STEP ®le and meshed using the

ANSYS Fluent watertight meshing work¯ow. The unstructured

mesh is generated around the vehicle, using a supersonic out-

¯ow condition aligned with the rear of the surface. The wake

region is not included in the simulation domain due to issues

that occur from trying to capture the wake region of inviscid,

hypersonic ¯ows [37, 38]. The pressures on the rear surface are

estimated using the Prandtl±Meyer expansion fan equations. As

the simulations are inviscid, only 15 in¯ation layers are used to

ensure that the ¯ow is captured near the vehicle surface, which

is treated as an inviscid wall boundary condition. The in¯ow

is speci®ed as a pressure far-®eld boundary condition on a do-

main boundary shaped to follow the vehicle, positioned so that

a detached shock at Mach 2 does not re¯ect o the boundary

and aect the ¯ow over the vehicle. The in¯ow is de®ned by

the Mach number, a freestream pressure p∞ = 500 Pa, and a

freestream temperature T∞ = 240K; the absolute values of p∞
and T∞ do not aect the aerodynamic coecients since forces

are non-dimensionalized by the dynamic pressure q∞.

The simulations use Fluent’s density-based solver and the

high-speed numerics correction to simulate an ideal gas ¯ow.

The Green-Gauss cell-based gradient scheme and dierentiable

limiter [39] are used with the AUSM+ ¯ux calculator [40] to

enable the simulations to reliably converge in reasonable time-

frames. The simulations are conducted until the lift, drag, and

pitching moment are converged to within 0.1% over the past

100 iterations. No hard residual convergence criterion is set;

residuals typically reach the order of 1 × 10−4 by the time the

forces and moments have converged. The surface properties of

the vehicle are exported from the Fluent simulation and inter-

polated onto the original triangulated mesh for the vehicle.

The Fluent density-based solver does not possess adjoint ca-

pabilities for calculating the sensitivity of the ¯ow to the vehi-

cle surface geometry. Instead, an isentropic ¯ow assumption is

employed to calculate the pressure gradient on the surface as a

function of the local surface properties [41, 42],

∇xv
pi = −γpi

Ma2i
Ma2i − 1

Ãvi · Jxv Ãni, (15)

where Mai is the local Mach number and Ãvi is the unit vector in

the direction of the local ¯ow velocity at panel i. The expres-

sion is de®ned only for supersonic local ¯ow; on panels where

Mai ≤ 1, such as in the subsonic region behind a detached shock

at the nose and leading edges, the pressure sensitivity is set to

zero. Compared with the inviscid CFD simulation, the time re-

quired for the calculation of the gradients is negligible.

To reduce the total computational cost, CFD simulations are

conducted on the coarser grid GCFD
aero listed in Table 1.

3.5. Aerodynamic Surrogate Models

The structured grid sampling used to generate the aerody-

namic databases enables the use of interpolation schemes for

the surrogate model. Polynomial models, which have appeared

elsewhere in the literature [35, 43], are an alternative that cap-

tures the gross aerodynamic behavior in the region of interest.

Another alternative is to use Gaussian process models, which

allow for gradient information to be used both to enhance the

model’s accuracy and predict gradients [44]. Further, they ad-

mit multi-®delity techniques that allow fusion of small amounts

of high-®delity data with more abundant, cheaply available low-

®delity data to greatly improve accuracy on a limited compute

budget [45].

The aerodynamic database contains the force and moment

coecients sampled over Gaero. For each of the lift, drag, and
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pitching-moment coecients, a cubic B-spline is ®tted to the

sampled values, allowing the coecient to be evaluated contin-

uously across the angle of attack and Mach number range,

ÄC j


α,Ma; x(k)v


 S[C j](α,Ma), j ∈ {L, D, m}, (16)

where S[ · ] denotes the spline interpolant of a quantity sampled

over Gaero. This is a vehicle-speci®c surrogate valid only for the

current design x
(k)
v .

To propagate the design sensitivities through the trajectory

optimization, the surrogate is extended to a ®rst-order Taylor

expansion in the design variables about the current design,

ÄC j


α,Ma, xv; x

(k)
v


 S[C j](α,Ma)

+

Nd

i=1


xvi − x

(k)

vi


S


∂C j

∂xvi


(α,Ma),

(17)

where the sensitivities at each sample point are provided by the

aerodynamic solver (Section 3.4) and interpolated in the same

manner as the coecients. This inclusion of the gradients al-

lows for aerodynamic predictions for vehicles with dierent de-

sign variables; however, the surrogate is only ever evaluated

with xv = x
(k)
v , where the expansion term vanishes. Dierentiat-

ing the surrogate with respect to a design variable xvi will return

the corresponding interpolator function, S

∂C j/∂xvi


(α,Ma),

which can be evaluated to obtain the interpolated sensitivity.

This allows the surrogate functions to reproduce both the val-

ues and the gradients of the aerodynamic database. For brevity,
ÄC j(α,Ma) is used hereafter. Derivatives with respect to the tra-

jectory variables required by the optimal control solver and the

constraint evaluations, such as ∂ ÄC j/∂α, are obtained analyti-

cally from the cubic splines.

3.6. Vehicle Constraints

For the parametric vehicle design, constraints are placed

on the design parameters according to some lower and upper

bounds, creating a hypercube search space for the outer opti-

mization problem. In addition to these bounds, three vehicle

constraints are used; these and the length bound are listed in

Table 2. The ®rst is the usable volume constraint, which is the

enclosed volume of the vehicle minus the volume of the struc-

tural shell. The minimum volume is applied to ensure there is

room for internal components such as a power system, avionics,

or actuators for the vehicle. This approach is a proxy for model-

ing the detailed packaging of such componentry within the ve-

hicle, and does not prevent the creation of thin and ¯at vehicles.

Other approaches consider applying a sphericity (or volumet-

ric eciency) constraint to the vehicle. This approach was not

taken, as the sphericity constraint penalizes the presence of any

wings for the blended fuselage and wing design used for the ve-

hicle. The second constraint added is the static margin, which

measures the vehicle’s static pitching stability [46, 47]. The

static margin is calculated using the dierentiable aerodynamic

surrogate models,

SM(α,Ma) 
ÄCm,α (α,Ma)

ÄCL,α (α,Ma)
, (18)

where ÄC j,α  ∂ ÄC j/∂α denotes the slope of the surrogate with

respect to angle of attack, and SM < 0 denotes pitching sta-

bility. As the dynamic equations do not capture the rotational

dynamics of the vehicle, the static margin constraint is included

to ensure that there are viable ¯ight trajectories that the vehicle

can operate in while statically stable. The static margin varies

with angle of attack and Mach number, and is evaluated at the

discrete points GSM listed in Table 1. This set does not extend

to the bounds of the allowed ¯ight envelope, which can result

in regions of the ¯ight envelope being unstable; the trajectory

constraint of Section 3.7 prevents the vehicle from operating

in these regions. There are no constraints applied on the mo-

ment coecient; instead, it is assumed that the vehicle can be

trimmed and is able to maintain the desired angle of attack.

The ®nal static constraint applied is for the vehicle mass.

The mass bounds are con®gured from the trajectory initial con-

ditions used for the trajectory optimization, discussed in Sec-

tion 3.7. The inclusion of this constraint ensures the vehicle’s

trajectory begins within the allowed Mach number range, help-

ing to prevent vehicle designs with no feasible trajectory solu-

tions.

Table 2: Static design constraints

Bound

Constraint Lower Upper

Length, m 2 4

Usable volume, m3 0.45 ±

Static margina ± 0

Mass, kg 373 3121

aEvaluated at points in GSM.

3.7. Flight Dynamics and Trajectory Optimization

The vehicle dynamics are governed by a simpli®ed round-

Earth, trimmed, three-degree-of-freedom system [46, 48],

Çx =



Çsx

Çsy

ÇH

Çv

Çγ

Çχ



=



v cos γ cos χ
re

re + H

v cos γ sin χ
re

re + H
v sin γ

−D/m − g sin γ

1

mv


L cos µ − mg cos γ +

mv2 cos γ

re + H



L sin µ

mv cos γ



(19)

where sx, sy are downrange and crossrange distance at

ground level, respectively, H is altitude, v is airspeed, γ is

the ¯ight path angle, and χ is the heading angle. The con-

trol inputs are angle of attack, α(t), and bank angle, µ(t).

The simpli®ed round-Earth assumes a constant Earth radius of

re = 6 356 766m, and an inverse-square gravitational law for

the gravitational acceleration g(H), with g0 = 9.806 65m s−2 at

sea level [49]. Lift and drag forces are calculated as

L = q S ref
ÄCL(α,Ma), D = q S ref

ÄCD(α,Ma), (20)
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where q = 1
2
ρ(H)v2 is the dynamic pressure and ÄCL and ÄCD are

the surrogate aerodynamic models of Section 3.5. The atmo-

spheric density ρ(H), along with the pressure and temperature

used to calculate ¯ow properties, is obtained using the 1976

U.S. Standard Atmosphere model [49] as a function of altitude.

The optimal control problem is solved by transcribing the

dynamics using trapezoidal collocation with uniformly spaced

segments. The optimal trajectory is then computed by the

interior-point nonlinear program (NLP) solver IPOPT [50] and

the CasADi interface [51]. The NLP sensitivity capability of

CasADi [28] is used to provide the objective cost sensitivity

with respect to the design parameters, ∇xv
J . To ensure the op-

timal control solver reliably converges to a local optimum, and

is thus suitable for inclusion in the automated outer-loop opti-

mization, the NLP is solved on successively re®ned temporal

discretizations. The trajectory is ®rst converged using 25 seg-

ments. This solution is interpolated to initialize the states and

controls for a trajectory with twice as many segments, which

is then optimized using CasADi and IPOPT. This re®nement

process is repeated until convergence is achieved with 200 seg-

ments. Initial estimates of the state variables for the NLP solver

are constructed by forward-integrating a trajectory with con-

stant 7.5◦ angle of attack for a duration of 200 s. This was found
to be sucient to obtain NLP solutions which reliably converge

to feasible solutions.

3.7.1. Trajectory Constraints

Several constraints are included to ensure a realistic and

physically feasible optimized trajectory is obtained. No con-

straints are provided speci®cally on the ®nal state of the vehicle,

while the initial state is constrained, dependent upon the vehi-

cle’s properties. The initial position of the vehicle is speci®ed

by a downrange, crossrange, and altitude of 0 km, 0 km, and

50 km, respectively, and the initial ¯ight path angle and head-

ing angle are set to zero. To provide a fair comparison between

dierent vehicles launched by the same ®rst-stage booster, the

initial velocity v(0) is calculated from a constant initial total

energy (sum of potential and kinetic) of 2210MJ. This initial

energy value represents a 500 kg vehicle with initial velocity of

Mach 8.5 at an altitude of 50 km. While the true scaling of ini-

tial velocity is more complex than constant total energy, the to-

tal energy assumption suces for demonstrating the co-design

method. This also prevents the optimizer from directly favor-

ing heavy vehicles, which have higher initial kinetic energy and

momentum. The initial state is thus a function of vehicle pa-

rameters, and the corresponding sensitivities are incorporated

in the automatic dierentiation graph.

The constraints applied throughout the trajectory, htr, are

listed in Table 3 and are enforced by the optimal control solver.

A lower bound of 10 km is applied to the altitude state. It is

common in trajectory optimization to apply limits to the max-

imum dynamic pressure of 50 kPa or higher [52, 53, 54]. In

the absence of control surfaces and rotational modeling, limits

are also included for the minimum dynamic pressure to repre-

sent the minimum aerodynamic force required for control sur-

face ecacy and maneuverability. In addition to the static con-

straint evaluated on GSM (Section 3.6), the static margin is con-

strained to be non-positive at every point along the trajectory,

SM (α(t),Ma(t)) ≤ 0, keeping the vehicle within statically sta-

ble regions of the ¯ight envelope. The Mach number and angle-

of-attack bounds are speci®ed to ensure that the vehicle only

operates within the established aerodynamic database. Limits

are applied to the magnitude and the rate of change of the two

control inputs: angle of attack and bank angle. As the real ve-

hicle has rotational inertia, these angular control inputs should

not change discontinuously, with limits taken from Carvalho

and Mooij [55]. To account for structural loads on the vehicle,

a constraint is applied to the aerodynamic load factor de®ned

by,

n 

√
L2 + D2

mg
, (21)

with n = 2.5 commonly used [55, 52, 53, 54].

Table 3: Trajectory constraints

Bound

Constraint Lower Upper

Altitude, km 10 ±

Dynamic pressure, kPa 2 50

Mach number 2 10

Angle of attack, deg 0 15

Bank angle, deg −180 180

Angle-of-attack rate, deg/s −5 5

Bank angle rate, deg/s −20 20

Static margin ± 0

Load factor ± 2.5

4. Design Problems

Three design problems are posed to demonstrate control co-

design of hypersonic glide vehicles: a point-designed base-

line and two mission-based co-design problems, the latter taken

from Lock et al. [56]. The optimized vehicles are denotedVpd,

Vsp, andVob, respectively, and the problems are summarized in

Table 5. All three apply the vehicle constraints of Section 3.6,

and the two missions additionally solve a trajectory subject to

the constraints and common initial conditions of Section 3.7,

diering from each other only in a single mission-speci®c con-

straint.

4.1. Point-Designed Baseline

The point-designed vehicle is optimized from static vehicle

properties alone, without solving a trajectory. Its objective com-

bines the lift-to-drag ratio at Mach 6 and α = 7.5◦, the mid-

points of the allowed Mach number and angle-of-attack ranges,

with a mass penalty,

Jpd(xv)  −
ÄCL

ÄCD







α=7.5◦, Ma=6

+
m

mref

, (22)

where the lift-to-drag ratio and vehicle mass m depend on the

design parameters xv alone (Sections 3.3 and 3.5). Both terms
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are proxies for mission performance: a more ecient vehicle

glides further [57], and a lighter vehicle leaves the same boost

stage with a higher velocity. The reference mass mref = 500 kg

is chosen so that the lift-to-drag term dominates near the ex-

pected mass range. This value is a designer choice for balanc-

ing the contributions of the two terms, a limitation of point de-

sign that co-design avoids. In Fig. 2, the ‘Trajectory optimizer’

stage is replaced by evaluation of Jpd and all other stages are

unchanged.

4.2. Sprint Mission

The sprint mission maximizes downrange distance,

Jtr(xtr, t f ; xv)  −sx(t f ), (23)

subject to the terminal time constraint t f ≤ 420 s, where sx is the

downrange component of the state xtr (Section 3.7). This limit

is well below the unconstrained ¯ight time of these vehicles, so

¯ying at maximum lift-to-drag ratio is not necessarily optimal.

4.3. Obstacle Mission

The obstacle mission uses the same objective, Eq. (23), but

with no limit on ¯ight time. Instead, three cylindrical obstacles

straddle the straight-line path, adding the path constraints

(sx − xc,i)
2
+ (sy − yc,i)

2 − r2 ≥ 0, i ∈ {1, 2, 3}, (24)

where r = 250 km and the obstacle centers are listed in Table 4.

Avoiding them requires the vehicle to bank, exercising its ma-

neuverability.

Table 4: Obstacle center coordinates for the obstacle mission

Obstacle xc, km yc, km

1 500 150

2 1000 -150

3 1500 150

5. Low-Fidelity Co-Design Results

The three design problems of Section 4 are solved using the

local surface inclination methods of Section 3.4 to evaluate the

aerodynamics. The low cost of sweeping the ¯ight envelope

with this approach keeps each outer iteration inexpensive, al-

lowing for rapid development of preliminary designs.

5.1. Optimized Vehicle Geometries

All three vehicle geometries are presented in Fig. 4, with

their cross-sections compared on common axes in Fig. 5, show-

ing that each vehicle has a distinct design. This uniqueness of

geometry is evidence of the coupling between mission pro®le-

driven dynamics and the vehicle geometry optimization. Vsp

presents a slender shape overall, with near-symmetric upper

and lower surfaces and a diamond-like aft cross-section. Vob is

much wider and ¯atter in comparison toVsp, while still attain-

ing the same length, volume, and stability. Vpd is even wider

and ¯atter than Vob. Unlike the two mission-designed vehi-

cles, Vpd’s aft section does not curve downwards; instead, the

bottom surface remains close to the z = 0 plane throughout.

Several static properties of the vehicles are listed in Table 6.

All vehicles sit at the minimum usable volume constraint and

reach the maximum length. Maximizing the length is an easy

way for the vehicles to increase the usable volume, as there is

no viscous drag penalty associated with the length of the vehi-

cle in the aerodynamic analysis. The heights and widths of the

vehicles vary greatly, and this is also quanti®ed by the spheric-

ity. Sphericity is a scaled measure of the volumetric eciency,

with a maximum of unity achieved for a sphere,

Sphericity  π1/362/3
V2/3

Asurface

. (25)

As observed for similar volume-to-area measures [58], the max-

imum lift-to-drag ratio of the optimized vehicles decreases with

increasing sphericity, with Vpd achieving the highest lift-to-

drag and lowest sphericity. All three vehicles have a maximum

static margin that is within the optimizer tolerance (10−4) of the

upper constraint.

5.2. Mission Performance

5.2.1. Sprint Mission

For the sprint mission, the target objective was to maximize

x-distance, so none of the optimum trajectories utilized bank

angle or obtained any y-displacement, and the corresponding

plots are omitted as the values remain constant at zero. The op-

timum trajectories for the sprint mission are shown in Fig. 6 for

all three vehicles. The sprint co-designed vehicleVsp achieves

the greatest distance of the three vehicles, as is expected from

the co-design process. The pro®les for the altitude H as a func-

tion of time for the vehicles are quite similar, due to the similar

L/W values obtained by the vehicles throughout. However, the

sprint vehicle is able to minimize the skipping behavior more

than the other vehicles, helping it to maintain a more steady

dynamic pressure. Vsp has the highest drag-to-weight ratio of

the three vehicles for most of the trajectory, and therefore the

greatest deceleration. Despite this, Vsp travels further because

of its higher initial velocity, which it maintains throughout the

trajectory and which the optimizer obtains by reducing the ve-

hicle mass. As the mass scales with surface area and the us-

able volume is constrained, a lighter vehicle requires a higher

sphericity, at a cost to aerodynamic performance; the design of

Vsp re¯ects the optimizer’s trade-o between the two.

The point-designed vehicle performed the worst at this mis-

sion, owing to its larger mass and lower initial velocity. Mis-

sion performance could be improved by changing the reference

mass, altering the balance of the aerodynamic and mass con-

tributions, but this requires knowledge of the trajectory perfor-

mance and how it depends upon the mass and aerodynamics.

Vpd also remained above its Mach 6 design point throughout;

an iterative point design that shifts the target Mach number and

angle of attack to the trajectory’s average could improve per-

formance. Both adjustments can narrow the gap but are not
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Table 5: Summary of the three design problems

Vehicle Design problem Objective, J Distinguishing constraint

Vpd Point design − ÄCL/ ÄCD + m/mref
a ±

Vsp Sprint mission −sx(t f ) t f ≤ 420 s

Vob Obstacle mission −sx(t f ) Three obstacles, r = 250 km

aEvaluated at Ma = 6, α = 7.5◦, with mref = 500 kg.

(a)Vpd ± Point design (b)Vsp ± Sprint co-design (c)Vob ± Obstacle co-design

Figure 4: Isometric view of vehicles
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Figure 5: Cross-section outlines of Vpd, Vsp and Vob overlaid on common

axes: the x-z symmetry plane, the x-y planform at z = 0, and y-z cuts at mid-

body and near the base. The nose is at x = 0 and z is positive down.

Table 6: Vehicle properties

Property Vpd Vsp Vob

Length, m 4 4 4

Width, m 1.72 0.899 1.41

Height, m 0.298 0.553 0.367

Max SMa, ×10−5 2.43 6.94 −2.65

Max L/D 6.41 5.22 6.36

Mass, kg 614 483 556

Usable Vol., m3 0.45 0.45 0.45

Sphericity 0.368 0.566 0.432

aEvaluated at points in GSM.

guaranteed to match the performance of the sprint co-designed

vehicle.

The only trajectory constraint which aected the trajectory

of the vehicles in the sprint mission was the upper dynamic

pressure limit. The vehicles reach the dynamic pressure limit

at the initial pull-up (t ≈ 100 s) and at the end of the trajectory.

The vehicles are initialized with insucient speed to maintain

their altitude and quickly descend, which increases the vehi-

cles’ speed as well as the atmospheric density, causing the dy-

namic pressure to increase. The optimal control for the vehicles

shows that this is mitigated by increasing the angle of attack to

perform a pull-up maneuver, increasing both lift and drag to

minimize altitude loss and decrease velocity, respectively.

5.2.2. Obstacle Mission

The obstacle mission places three obstacles in the x-y plane,

which are visible in the spatial plots in Fig. 7. To maneuver

around the obstacles, the vehicles must control their bank an-

gle to adjust their heading angle (not plotted). The obstacle

co-design vehicleVob is able to maneuver around all three ob-

stacles and achieve the greatest downrange distance. Vsp and

11



0 200 400 600 800 1000

sx, km

0

50

H
,
k
m

Vpd Vsp Vob

(a) Spatial pro®le

0

20

40

H
,
k
m

0

2

v
,
k
m
/
s

0

10

α
,
d
e
g

0

5

10

M
a

0

20

40

q
∞
,
k
P
a

0

1

2

L
/
W

0 100 200 300 400

Time (s)

0.0

0.2

0.4

D
/
W

(b) Temporal pro®le

Figure 6: Trajectories for the sprint mission. Lift and drag are normalized by

vehicle weight W .

Vpd both clear the ®rst two obstacles but end their trajectories

alongside the third, with Vpd’s distance falling between those

of the two mission co-designed vehicles.

With the lower mass, Vsp starts the obstacle mission with

the highest velocity, but this decreases with time due to higher

operating drag. Over the longer time duration, Vsp’s aerody-

namics cause it to perform worse than the other two vehicles:

operating at similar L/W but higher D/W than the other vehi-

cles has reduced the maximum distance Vsp can glide. Vob

maintained a slightly higher velocity than Vpd throughout the

trajectory, allowing it to travel further and for a longer duration.

As with Vsp on the sprint mission, the co-design optimization

is balancingVob’s mass and aerodynamic performance to attain

the optimal mission performance.

All vehicles start at a larger angle of attack than they did

for the sprint mission, but this is also accompanied by a bank

angle of greater than 90◦. At these angles, the lift force is push-

ing the vehicle downward, allowing all three vehicles to dive

slightly faster while also moving laterally to maneuver around

the ®rst obstacle. The bank angles when passing the ®rst and

second obstacles are smaller in magnitude, as the lateral accel-

eration required for a turn of a given radius, v2/R, falls as the

vehicles slow. After the initial pull-up maneuver, the maximum

dynamic pressures are achieved during the apex of these turns,

when the bank angles are at a local maximum magnitude. This

higher dynamic pressure provides the additional lift needed to

both support the vehicle against gravity and turn it, at the cost

of increased drag. The loads during the initial pull-up maneu-

ver are more intense in the obstacle mission than for the sprint

mission, achieving larger L/W and reaching the maximum load

factor constraint. The trajectory for the vehicles ends once the

vehicles have exhausted their energy, with all three vehicles rid-

ing along the lower Mach number boundary at the end. The ve-

hicles are observed to invert at the end to help dive and maintain

their Mach number. This dive maneuver eventually reaches the

dynamic pressure constraint and causes the trajectory to end, as

no further path is feasible.

5.2.3. Aerodynamic Operating Regimes

Figure 8 shows the lift-to-drag ratio of each vehicle over the

Mach number±angle-of-attack envelope, with the optimal sprint

and obstacle trajectories overlaid. Both trajectories for a vehi-

cle start at the same Mach number, as the missions share the

same initial states, but at dierent angles of attack, which are

free initial controls. All three vehicles show similar pro®les for

the mission trajectories. The sprint missions start at an angle

of attack that nearly achieves the maximum lift-to-drag ratio

for that Mach number. The angle of attack then increases to

generate lift for the pull-up maneuver, before decreasing to a

lower angle of attack to minimize drag. To achieve the maxi-

mum distance in the ®nite time the vehicles primarily operate

at an angle of attack below the maximum L/D for the given

Mach number, favoring the lower drag over pure aerodynamic

eciency. The obstacle missions dier in behavior and span a

much larger Mach number range. The most prominent feature

of the obstacle trajectories for all vehicles is that the angle of at-

tack is chosen to stay at the maximum lift-to-drag for any given

Mach number. The optimal trajectory is unable to follow this

ridge line perfectly due to other trajectory constraints.

Comparing the lift-to-drag contours between the vehicles, the

sprint vehicle has the lowest lift-to-drag values across the enve-

lope. The point-design vehicle has both the highest and the

lowest lift-to-drag values. It is optimized for the middle of the

¯ight envelope, and the lift-to-drag values in the low-α region

are noticeably worse than the other vehicles. As the angle-of-
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Figure 7: Trajectories for the obstacle mission. Lift and drag are normalized by

vehicle weight W .

attack is an open-loop control variable,Vpd is able to avoid the

poor performing low-α region. Across the obstacle trajectory,

the time-averaged lift-to-drag for Vpd (L/D = 5.0) is higher

than that forVob (L/D = 4.9) orVsp (L/D = 3.8). This is fur-

ther evidence of the optimizer trading aerodynamic eciency

for mass minimization to improve the performance ofVob.

5.2.4. Summary

Table 7 summarizes the performance of all three vehicles

across both missions. In each case the co-designed vehicle out-

performs the alternatives on its own mission, demonstrating the

bene®t of jointly optimizing vehicle design and trajectory. Vob

performs better than Vpd for both missions, by 6.4% on the

sprint mission and 5.3% on the obstacle mission, while Vsp is

only better thanVpd for the sprint mission.

Table 7: Vehicle performance across both missions. Bold indicates the best

performance for the mission. Percentages are the change relative to the point

designVpd ¯ying the same mission.

Distance, km

Vehicle Sprint mission Obstacle mission

Vpd 940 1456

Vsp 1063 (+13%) 1342 (-7.8%)

Vob 1000 (+6.4%) 1533 (+5.3%)

The results presented here rely on low-®delity aerodynamics

for expediency. Whether the resulting designs and conclusions

survive a higher-®delity aerodynamic model, and at what com-

putational cost, is the subject of the following section.

6. High-Fidelity Co-Design Results

To better re¯ect the realistic performance of these vehicles,

this section repeats the sprint mission co-design using inviscid

CFD, in place of the local surface inclination method, to cal-

culate the aerodynamic forces. The aims are to show that co-

design remains tractable with CFD and the approximate ¯ow

gradients, and to investigate the utility of the low-®delity solu-

tion for initializing the high-®delity optimization. Two CFD co-

design optimizations are performed, diering only in their ini-

tial design parameters. VCFD
sp;c is cold-started from the midpoint

of the design parameter ranges, as for the low-®delity optimiza-

tions, whileVCFD
sp;w is warm-started from the optimal low-®delity

sprint design,Vsp.

6.1. Design Comparison

The geometries of the optimal sprint vehicles, presented in

Fig. 9, are visually similar, particularly betweenVsp andV
CFD
sp;w .

The cross-sections of Fig. 10 show thatVCFD
sp;c diers mainly in

position rather than shape: with a similar planform, its body sits

higher toward the base. Because the nose and leading edges are

®xed at z = 0m in the geometry generation, an oset that grows

toward the base is equivalent to pitching the vehicle about its

nose, changing its built-in incidence.

To quantitatively evaluate the similarity of the vehicle design

parameters, a design parameter dierential is de®ned. The de-

sign parameter vector of a vehicle V is denoted xv(V) ∈ RNd ,
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and is normalized according to the range of each design vari-

able,

Äxv(V) 
xv(V) − xvmin

xvmax
− xvmin

, (26)

such that Äxv(V) ∈ [0, 1]Nd . The dierence between the design

parameter vectors of two vehicles, Va and Vb, is then given

by a dimensionally scaled root-mean-square (RMS) dierence

between the vectors,

σd(Va,Vb) 
1
√
Nd

∥ Äxv(Va) − Äxv(Vb)∥2 , (27)

with the resulting value of σ representing the average dier-

ence of the design parameters, with σ ∈ [0, 1]. A value of

σ = 0 represents two vehicles with identical parameters, and

σ = 1 is obtained when two vehicles are at opposite corners of

the hypercube design space. The dierence parameter is calcu-

lated between all vehicle designs and is presented in the upper

triangle of Fig. 11. The lower triangle presents the geomet-

ric counterpart, the RMS displacement between corresponding

nodes on the vehicle surfaces,

σg(Va,Vb) 
1

√
Nnodes

∥X(Va) − X(Vb)∥F , (28)
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where ∥·∥F is the Frobenius norm, so that σg is the RMS dis-

tance, in meters, between corresponding nodes. Every vehi-

cle’s surface is evaluated at the same interpolation coordinates

on each surface patch, so node k has a corresponding node for

every vehicle, and its position diers between vehicles only

through the design variables. Each pair of vehicles is there-

fore compared in both design space and geometric space. The

main diagonal is left blank, as these cells compare each vehicle

with itself.

The upper-left 3×3 cells are a comparison of the low-®delity

optimized vehicles with one another, representing the inter-

mission dierences. These values compare how the optimized

designs vary for dierent problems or missions. The dierences

between the three panel-optimized vehicles, representing inter-

mission dierences, are large in both the parametric and geo-

metric space, matching the observation from the visual dier-

ences (see Fig. 4 and 5).

The bottom-right 3 × 3 cells compare the dierent

sprint vehicles. The largest design parameter dierence is

σd(Vsp,V
CFD
sp;c )= 0.106, comparable to the inter-mission dier-

ences. The geometric dierences between the sprint vehicles

are much smaller though: the largest sprint vehicle σg is less

than half of the smallest inter-mission σg. Part of the dierence

between the sprint vehicles is a rigid pitch: rotatingVCFD
sp;c nose-

up by 0.8◦ about the nose tip reduces the largest σg to the other

sprint vehicles to 0.033m. The sprint vehicles are therefore

physically similar, even where they dier in design space. The

two CFD-optimized vehicles have nonetheless converged to dif-

ferent solutions, as the dierent starting points led the gradient-

based optimizer along dierent search paths. The observed tilt

suggests there is a direction in the design space correspond-

ing to body pitch, along which the vehicle and the trajectory’s

angle of attack can trade against each other. Despite these dif-

ferences, the geometric similarity of the sprint vehicles shows

that, for this vehicle parameterization, the mission has a larger

eect on the vehicle design than the choice of aerodynamic ®-

delity. Larger physical variations between ®delity levels may

be observed in designs where capturing the shock structure and

shock interactions is more important [37]. The largest dier-

ence in Fig. 11 is between Vpd and VCFD
sp;c , in both design and

physical space. This separation is driven by the point-design

formulation rather than by ®delity, since Vpd is almost as far

from the low-®delityVsp (0.231m) as fromVCFD
sp;c (0.238m).

6.2. Aerodynamic and Mission Performance

The similarity of the sprint vehicles’ designs raises the ques-

tion of how similar their aerodynamics and mission trajectories

are. The Mach±angle-of-attack contour plots in Fig. 12 allow

for a comparison of the aerodynamics for each vehicle. The

contours are very similar, but it can be observed that the con-

tours for VCFD
sp;c appear to be shifted up by approximately 1◦,

matching the observed tilt. Likewise, the trajectory through

the Mach±angle-of-attack space for the three vehicles appears

nearly identical, just with VCFD
sp;c operating at a slightly higher

angle of attack. Evaluating the time-averaged angle of attack,

VCFD
sp;c sits at 6.34◦ whereas VCFD

sp;w is 5.34◦. The average L/D

over the trajectory for each vehicle is similar with L/D = 4.65
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Figure 11: Dierences between all vehicle pairs: design parameter dierential

σ (upper triangle) and RMS surface displacement (lower triangle).

for VCFD
sp;c and L/D = 4.63 for VCFD

sp;w , reinforcing their physical

aerodynamic similarities.

Also included in the plots are the locations of the aerody-

namic evaluations, with the CFD cases using a sparser set to

save on compute cost. The sprint trajectory occupies only a

small region of the Mach±angle-of-attack space, but the cubic-

spline surrogates require at least four points in each direction

across the full envelope, so many evaluations lie in regions the

trajectory never visits. A more ecient methodology would

be to utilize a multi-®delity approach that uses higher ®delity

data near the trajectory path and lower ®delity methods further

away [59, 10].

The mission performance of the three vehicles, listed in Ta-

ble 8, is likewise almost identical: the distances dier by at

most 1.6 km (0.15%). Although the two CFD optimizations

started from dierent points, followed approximate gradients,

and converged to dierent designs, they reached the same mis-

sion performance, which supports the robustness of the opti-

mization methodology. This dierence is small compared with

the eect of the modeling assumptions, such as the omission

of viscous forces and of the control surface de¯ections needed

to trim the vehicle, either of which would change the predicted

range by considerably more.

Table 8: Downrange distances of the sprint co-designed vehicles.

Vehicle Aerodynamics Distance, km

Vsp Surface inclination 1063.1

VCFD
sp;c CFD 1063.7

VCFD
sp;w CFD 1062.1
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6.3. Computational Cost

The computational cost of all the optimization cases is pre-

sented in Table 9. The core-hours were calculated using the

University of Southern Queensland’s Fawkes high-performance

computing cluster. Fawkes is equipped with AMD EPYC 7702

processors, which contain 64 cores. While the low-®delity opti-

mization problems are performed using a single core, the high-

®delity cases use all 64 to run 8 CFD simulations in parallel,

each simulation with 8 cores. The point-design optimization is

the cheapest option, as there is no trajectory optimization per-

formed. The trajectory optimization is the most computation-

ally demanding component of the low-®delity co-design opti-

mizations, increasing the average time per iteration to two min-

utes for the sprint mission and four minutes for the obstacle

mission. The obstacle problem takes longer per iteration than

the sprint problem due to the additional spatial constraints in

the problem requiring more control input, as well as the large

¯exibility in the value of t f . For the high-®delity aerodynamic

modeling, the optimization takes around 3 h to 3.5 h per itera-

tion, dominated by the CFD simulations. VCFD
sp;c has the largest

average iteration clock time, as the starting design vehicle is

large, increasing the computational cost to simulate with CFD.

V
CFD
sp;c requires slightly more iterations than the lower-®delity

approaches. This is in part due to the approximate gradients

used for the aerodynamics, which slows down the convergence.

Using the Fawkes cluster, VCFD
sp;c requires 10 270 core-hours,

taking nearly seven days. Faster results are obtained by warm-

starting. Owing to the similarity betweenVsp andV
CFD
sp;w ,V

CFD
sp;w

requires only 9 iterations and 1.1 days on Fawkes. This is still

a dramatic reduction compared to VCFD
sp;c . Accounting for the

time required for the low-®delity optimization, the total time

comes to 28 hours for the warm-start optimization, less than

a ®fth of the time of the cold-start CFD optimization. In Ap-

pendix B, two additional panel schemes are used for the warm

start, showing a consistent bene®t in warm starting.

Table 9: Optimization computational cost

Vehicle Outer Wall time per Core-hours

iterations iteration, min

Vpd 32 0.38 0.2

Vsp 31 2.2 1.1

Vob 22 4.1 1.5

V
CFD
sp;c 46 209 10270

V
CFD
sp;w 9 181 1733

7. Conclusion

The optimization of hypersonic vehicles requires the evalua-

tion of several disciplines, each with unique constraints on the

dynamic system. This work presents a gradient-based, nested

control co-design framework for the optimization of hypersonic

vehicles and their trajectories for speci®ed missions. The nested

co-design layout is ideal for problems where the trajectory op-

timization is a minor cost compared to evaluating the vehicle’s

physics and constructing surrogates, as is the case for systems

that rely on expensive computational ¯uid dynamics simula-

tions to evaluate the aerodynamics. The nested approach re-

duces the dimensionality of the optimization problem, reducing

the number of iterations and expensive computations needed to

be performed. The nested co-design approach is also amenable

to gradient-based local optimization. By propagating sensi-

tivities, obtained here by automatic dierentiation, surrogate

dierentiation, or approximation, the optimizer can eciently

search the design space, allowing for a higher dimensional de-

sign space to remain tractable. The modularity of the frame-

work allows for additional physics and models to be incorpo-

rated into the design process, as long as they are dierentiable

or reasonable derivatives can be approximated eciently.

The framework is applied to the optimization of a vehicle for

three separate missions, using low-®delity local surface incli-

nation methods for the aerodynamics. The ®rst vehicle,Vpd, is

a point-designed vehicle with an objective based on mass and

lift-to-drag at a single design point. The second vehicle,Vsp, is
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co-designed for a sprint mission to achieve the maximum dis-

tance in a ®nite amount of time. The third vehicle, Vob, is

co-designed for an obstacle mission to achieve the maximum

range while maneuvering around the spatial constraints. Eval-

uation of the vehicles across the three missions shows that the

co-designed vehicles perform the best at their respective mis-

sion, with Vsp beating Vpd by 13% for the sprint mission and

Vob beatingVpd by 5% for the obstacle mission.

The modularity of the control co-design framework allows

dierent physics models to be swapped out for higher ®delity

versions. Swapping out the low-®delity aerodynamic model

for higher-®delity inviscid CFD, the sprint mission is opti-

mized using a cold-start (starting from the middle of the de-

sign space) and a warm-start (starting from the low-®delity so-

lution). While the two CFD-optimized vehicles converged to

slightly dierent solutions, the three sprint vehicles are more

physically similar to each other than they are to Vpd or Vob.

This shows that escalating ®delity is a viable approach for ve-

hicle design, with the warm-start solution also requiring less

than 20% of the computational time to converge.

The co-designed vehicles are specialized to their missions,

as shown byVsp performing the worst on the obstacle mission.

Co-design is therefore well suited to maximizing performance

for a single mission, but further work is needed where multi-

mission performance is desired. A weighted sum of the mis-

sion objectives is one option, although the resulting design is

sensitive to the chosen weights and normalizations. Varying

these traces out a Pareto front, which could also be identi®ed

directly with a multi-objective optimizer; however, many such

optimizers are gradient-free evolutionary algorithms that scale

poorly with the number of design variables. Alternatively, an ϵ-

constraint approach optimizes one mission while constraining

the performance on the others to remain above speci®ed thresh-

olds. Starting from an existing feasible design, this improves

one mission while at least maintaining the others, but without

a feasible starting design the thresholds may not all be achiev-

able.

The presented optimization of hypersonic glide vehicles has

several assumptions and limitations. Thermal eects, structural

requirements, control surfaces, and viscous aerodynamic forces

are not included in the analysis. However, these models can be

included to improve the realism of the modeling process. Like-

wise, propulsion, multi-stage, and subsonic behavior can be in-

corporated. The development and incorporation of these ad-

ditional physics modules is ongoing work within the research

group [60, 61, 21, 62]. Even with the simpli®ed analysis, the

control co-design framework demonstrates utility for the opti-

mization of hypersonic glide vehicles.
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Appendix A. Local Surface Inclination Methods

The four schemes used to evaluate the pressure coecient

Cp(δ,Ma, γ) are described here, together with their domains of

applicability. A representative comparison of Cp as a function

of δ across a range of Mach numbers is shown in Fig. A.13.

De®nitions of these schemes can be found in Anderson [63].

Windward panels (δ > 0)

The primary scheme for windward-facing panels is the tan-

gent cone method, which estimates the surface pressure by as-

suming each panel lies on a cone with the same inclination an-

gle to the ¯ow as the local panel angle, with an attached oblique

shock. This scheme was chosen for two reasons. For blunt bod-

ies, the Modi®ed Newtonian scheme is typically used; however,

the leading edge and nose radius was considered suciently

small that the vehicle was not considered a blunt body [64].

Due to the three-dimensional characteristics of the vehicles, the

tangent cone was predicted to be more accurate than the oblique

shock scheme which has been previously used [56, 21]. The

tangent cone scheme is not valid for all positive de¯ection an-

gles: beyond a Mach-dependent maximum cone/inclination an-

gle the theoretical shock detaches. For panels exceeding this

limit, a normal shock (detached shock) scheme is applied as a

fallback. While the usage of the normal shock does not achieve

the maximum stagnation pressure at δ = π/2, it does maintain

monotonic behavior which would not be achieved if the Modi-

®ed Newtonian scheme was used as the high-δ fallback scheme.

Rearward panels (δ < 0)

The primary scheme for rearward-facing panels is the

Prandtl±Meyer expansion, which assumes an isentropic expan-

sion fan from the freestream conditions to the local panel angle.

The Prandtl±Meyer scheme is similarly not valid for all nega-

tive de¯ection angles. For panels beyond the applicable range,

a rear-face scheme is used, which sets the pressure equal to

zero. This treatment is consistent with the limiting value of the

Prandtl±Meyer expansion, as seen in Fig. A.13.
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is drawn only over the inclination range where it is applicable.

Sensitivity of Cp with respect to δ

For the tangent cone and Prandtl±Meyer schemes, Cp is not

an explicit function of the surface inclination and is instead ob-

tained through an iterative search. To reduce the cost of the

evaluations, for each (Ma, γ) pair, Cp(δ; Ma, γ) is sampled as

a function of δ and ®tted with a cubic spline interpolator. Al-

though ∂Cp/∂δ could be obtained with implicit dierentiation

at the converged state, the analytic derivative of the splines

is used. These derivatives are exactly consistent with the Cp

function used in the solver and are inexpensive to evaluate at

runtime, requiring no further iterations. For the normal shock

and rear-face schemes, Cp is independent of the surface incli-

nation, providing ∂Cp/∂δ = 0. Panels which switch between

these schemes and an inclination-dependent scheme experience

a discontinuity in ∂Cp/∂δ, which can degrade the convergence

of gradient-based methods.

Appendix B. Warm start comparison

It is expected that the ecacy of the warm-start optimiza-

tion for high-®delity is dependent upon the quality of the low-

®delity model. Section 6 calculated the computational savings

obtained by using the tangent cone solution for warm-starting

the CFD optimization problem. To further show the bene®t of

warm-starting, the warm-start optimization is performed using

two additional low-®delity schemes: Modi®ed Newtonian and

Oblique Shock/Normal Shock, both of which are discussed in

Appendix A. These two runs are otherwise identical to the

warm start of Section 6, except for starting from a dierent ve-

hicle design.

The results are listed in Table B.10. Every warm start con-

verges in fewer than a ®fth of the 46 outer iterations required by

the cold-started VCFD
sp;c , so the saving is not speci®c to the tan-

gent cone seed. The two new seeds in fact converge marginally

faster than the featured one, in 8 and 6 iterations against 9, de-

spite both predicting the performance of their own designs less

accurately than the tangent cone scheme. The iteration count is

therefore not simply dependent upon the accuracy of the low-

®delity model relative to the higher-®delity method.

The three low-®delity schemes obtain dierent optimum de-

signs at low ®delity, with a range of 13.1 km in their ob-

tained values. After ®delity escalation with identical numerics,

that spread collapses to 0.4 km, from 1061.7 km to 1062.1 km.

While the tangent cone seed is the most accurate in match-

ing the corresponding CFD-optimized vehicle’s distance, the

Modi®ed-Newtonian-seeded vehicle moves the smallest dis-

tance from its seed vehicle. In this regard, all three low-®delity

methods can be justi®ed for use as the low-®delity method.

The three warm-started designs lie within σ = 0.044 of one

another, whereas each lies σ = 0.095 to 0.106 fromV
CFD
sp;c , and

all three fall 1.6 km to 2.0 km short of its 1063.7 km. The warm

starts therefore share a common solution that is distinct from

the cold-started one. The distinction is largely one of incidence

rather than shape. Evaluated with their CFD surrogates at Mach

8.3, all three warm-started vehicles have a zero-lift angle of at-

tack of 0.0◦ and ¯y the sprint mission at a time-averaged angle

of attack of 5.3◦, while VCFD
sp;c has a zero-lift angle of attack

of 0.9◦ and ¯ies at 6.3◦, along a near-identical Mach±altitude

pro®le. Warm starting therefore reduces the cost of reaching a

converged CFD design to a fraction of the cold start’s, at the

price of a performance shortfall of under 0.2%.
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Table B.10: Cost and outcome of the warm-started CFD sprint co-designs. Core-hours are quoted for the 64 cores used per optimization.

Sprint distance, km Design dierential σd

Seed method Iterations Wall time, h Core-hours Low ®delity CFD From seed ToVCFD
sp;c

Tangent cone 9 27.1 1733 1063.1 1062.1 0.012 0.097

Modi®ed Newtonian 8 25.0 1598 1057.1 1061.7 0.011 0.095

Oblique shock 6 21.9 1399 1070.2 1062.0 0.017 0.106
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