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ABSTRACT

We introduce a physics-informed neural network (PINN) based strategy for the inverse design of nanophotonic metasurfaces that directly incorporates fabrication uncertainties while providing reliable uncertainty estimation. In this approach, Maxwell’s equations are enforced through the loss function, fabrication variations are modeled using Monte Carlo perturbations, and Bayesian PINN ensembles are employed for calibrated predictive intervals. This framework enables the discovery of metasurface geometries that maintain high optical performance while substantially enhancing fabrication yield compared to conventional adjoint and supervised learning techniques. The method is validated on focusing metalens structures at λ = 632.8 nm, where it delivers a 23% improvement in median yield and reduces data requirements by a factor of 25 relative to standard methods. Our design achieves 87.8% focusing efficiency with a 91.3% fabrication yield under ±8 nm geometric variations, marking a significant step toward robust and scalable photonic device design.
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1.INTRODUCTION

Metasurfaces have emerged as a transformative platform for tailoring light–matter interactions, offering compact and lightweight alternatives to traditional optical components. By precisely arranging nanoscale scatterers, these structures enable wavefront manipulation in ways that are difficult to achieve with bulk optics [1][2].
Despite their advantages, creating high-performance metasurfaces is a non-trivial task. Their optical behavior results from intricate near-field interactions across large design spaces with many variables. Early approaches relied on parameter sweeps and intuition, while gradient-based adjoint optimization [3][4] has since become the dominant technique. Although effective, adjoint methods require extensive full-wave simulations and often produce designs that are highly sensitive to fabrication variations [5][6].
Machine learning methods have been introduced to accelerate inverse design [7][8]. By training neural networks to approximate device responses, these approaches drastically reduce computation time. However, they typically depend on massive datasets and struggle to generalize outside of training distributions.
Physics-informed neural networks (PINNs) provide a compelling alternative [9][10]. Instead of learning purely from data, PINNs integrate governing equations—such as Maxwell’s equations—into the training process, ensuring physical consistency even with limited datasets. While PINNs have been applied in several domains, their application to metasurface design under realistic fabrication variability is still largely unexplored.
One of the greatest challenges in practical nanophotonics is fabrication tolerance. Imperfections during lithography, etching, or material deposition can lead to significant performance degradation [11][12]. Yet, many inverse design strategies continue to focus on nominal structures, ignoring real-world yield. To bridge this gap, this work introduces a robust PINN framework that accounts for fabrication variability during training, improving both reliability and manufacturability.
Key contributions of this work include:
1. A PINN-based inverse design formulation that embeds Maxwell’s equations, reducing data needs by up to 25× compared to supervised models.
2. Explicit modeling of geometric perturbations, enabling designs optimized for fabrication yield.
3. A Bayesian PINN ensemble for reliable uncertainty quantification.
4. Extensive validation on metalens designs against adjoint and standard ML baselines.

2. RELATED WORK 
2.1 Metasurface Inverse Design
Metasurface design approaches have evolved from analytical models assuming local periodicity to sophisticated computational frameworks capable of capturing strong electromagnetic coupling [13][14]. Among these, adjoint optimization has been widely adopted because it provides exact gradients and enables high-efficiency designs [15][28]. However, the computational cost remains significant, often requiring hundreds or thousands of simulations.
To reduce design time, researchers have explored machine learning methods [2][8]. Tandem networks can directly generate geometrical parameters from desired optical responses [16], while generative models such as VAEs and GANs extend coverage of the design space [17]. Although promising, these methods typically require very large training datasets and generalize poorly to unseen scenarios. Resources like MetaNet [23] have partially addressed this by providing standardized datasets, but limitations remain.
2.2 Physics-Informed Neural Networks
PINNs, first introduced by Raissi et al., incorporate physics into neural networks by embedding residuals of governing PDEs into the training objective [9]. This enables the networks to produce solutions that are both data-driven and physically consistent.
Subsequent enhancements include adaptive sampling for faster convergence [18], domain decomposition for scalability [19], and Fourier features for handling fine-scale patterns [20]. In electromagnetics, PINNs have been applied to tasks such as antenna analysis [21] and scattering prediction [22], but their use in metasurface inverse design—particularly with robustness in mind—is still underexplored.
Bayesian PINNs extend the framework by modeling parameters probabilistically, offering predictive uncertainty estimates [11][14]. Such uncertainty-aware learning is especially valuable for photonic device design, where fabrication variability cannot be ignored.
2.3 Fabrication Tolerance in Photonics
Nanophotonic devices are highly sensitive to fabrication deviations, including lithographic resolution errors, etching non-uniformities, and material inconsistencies [3][6]. Robust design strategies therefore often incorporate Monte Carlo sampling to evaluate device performance under perturbations. Optimization objectives may target worst-case performance or maximize fabrication yield.
Adjoint-based robust optimization has been applied in this context [12], but its computational overhead limits scalability. This motivates approaches like ours, which combine stochastic fabrication modeling with PINNs to achieve efficient and robust metasurface design.

3.METHODOLOGY

3.1 Problem Formulation

We focus on the inverse design of 2D periodic metasurfaces with cylindrical silicon meta-atoms placed on a silica substrate. Each unit cell is described by geometric parameters of radius r, height h, and period P, expressed as a set of values θ = {r, h, P}. The response of the unit cell metasurface is described with the full wave electromagnetic model using vectorial Helmholtz form of the frequency domain Maxwell’s equations:



Here, E(r) is the electric field, ε(r) is the permittivity as a function of space, μ is the permeability of the medium, ω is the angular frequency, and J are the source terms.

The optimization framework focuses on the inverse design problem of geometric parameters θ* where the figure of merit Φ is maximized with a solution robust to uncertainty arising from fabrication variation δ:



Here, E_δ and Var_δ are expectation and variance over fabrication noise, while λ_var is the variance penalty term.

3.2 Physics-Informed Neural Network Formulation

In our case, the electric field components E(r) can be obtained by applying a fully connected neural network N(r; φ) which has a structure of a PINN and has parameters φ. N(r; φ) takes spatial coordinates r = (x, y) and geometry parameters θ as inputs. To train the network, a composite loss function has to be minimized, thus the network is trained as follows:


.
3.2.1 Data Loss

The available field measurements along with data loss constrict to certain boundaries:

L_data = (1/N_b) Σᵢ |E(r_i) - E_target(r_i)|² (4)

In this, the field r_i are boundary points and E_target are certain field values. 

3.2.2 Physics Loss

Maintaining satisfaction of Maxwell’s Equations in area of interior collocation points helps define physics loss:



The gradients of the defined loss function are computed with automatic differentiation which makes evaluation of electromagnetic residuals precise and free from numerical discretization errors. 

3.2.3 Robust Loss

The loss identified from the robust data considers the uncertainty in the data fabrication by its defined boundaries:



In this Δₖ ∼ N(0, Σ_fab) which represents the perturbations of fabrication and K stands for the count of the monte carlo samples. 

3.3 Bayesian Uncertainty Quantification

The Bayesian PINN Ensemble Method helps provide uncertainty estimation by Bayesian inference. Instead of using point estimates, we define the distribution over network parameters by φ ~ p(φ|D) where D is the training data. 

To approximate the posterior which is quite intractable, we use variational inference and opt for factorized gaussian distribution:



The ELBO as defined receives the variance in expectation over total loss yielding:




This allows for the calculation of predictive uncertainty using Monte Carlo sampling from the parameter posterior:  



3.4 Implementation Details  

3.4.1 Network Architecture  

Our PINN utilizes an 8-layer fully connected neural network with 128 neurons in each layer, employing Tanh activation functions. The input layer receives 3D coordinates (x, y, θ) and outputs the complex-valued components of the electric field. To enhance the representation of high-frequency components, we utilize Fourier feature embeddings for spatial coordinates.  

3.4.2 Training Strategy  

Training occurs in two stages:  

1.	Pre-training: Initialize with physics loss only using random collocation points

2.	Fine-tuning: Incorporate boundary conditions and terms for fabrication robustness.  

An adaptive sampling approach is implemented, where collocation point density is enhanced in areas with significant physics residuals. The optimizer transitions from Adam (lr=1e-3) to L-BFGS for the last steps of the training.  

3.4.3 Stochastic Fabrication Modeling  

Modeling of fabrication variations considers the dimensions as independent Gaussian perturbations:  

•	Radius perturbations: δr ~ N(0, (5 nm)²)  

•	Height perturbations: δh ~ N(0, (8 nm)²)  

•	Period perturbations: δP ~ N(0, (3 nm)²)

These values are based on reported tolerances for electron-beam lithography and dry etching processes [25].
4. Experimental Validation

4.1 Design Specifications

We focus on implementing a specific framework within the design parameters of focusing metalenses, which include the following:

•	Operating wavelength: λ₀ = 632.8 nm (He-Ne laser)

•	Numerical aperture: NA = 0.85

•	Target efficiency: >85%

•	Lens diameter: 20 μm (50 × 50 unit cells)

•	Focal length: 10 μm

The constituent meta-atoms are silicon posts of diameter ~240 nm (n = 3.48) on a silica substrate (n = 1.46) with height h = 600 nm.  

4.2 Baseline Comparisons

Our approach is compared with four baseline methods:

1.Adjoint optimization: Meep FDTD solver-based   optimization

2.Adjoint ML: Standard ML: Feed-forward neural network on 5,000 FDTD simulations

3.Vanilla PINN: No fabrication adaptability

4.Robust PINN: Our full framework with stochastic fabrication constraints

4.3 Results and Analysis

4.3.1 Performance Comparison

The results of the comparative studies across all methods are shown in Figure 1. It is observed that robust PINN outperforms all other methods with the highest fabrication yield of 91.3%, with excellent nominal performance of 87.2% focusing efficiency. Most impressively, robust PINN was trained with only 180 samples, whereas the ML approaches required 5000 samples.

Data Efficiency: The boundary conditions imposed by the problem at hand lead to a significant decrease in training data needed. Unlike traditional machine learning approaches which require a large volume of data to obtain a decent level of accuracy, our PINN formulation makes use of electromagnetics concepts to direct the learning process with a tiny amount of oversight.

Computational Cost: The forward evaluation time of the problem at hand grows at a rate proportional to the time taken by the adjoint methods (145 ms) and the pure ML methods (0.8 ms). This is not the case with the training time, which is lower relative to the time taken by adjoint optimization due to a smaller simulation demand.

4.3.2 Robustness of Fabrication
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Figure 1:This shows comparison of meta surface Design methods and performance

The analysis of fabrication tolerance is done via Monte Carlo simulation with 1000 perturbation samples. The robust PINN outperforms nominally-optimized designs, maintaining over 80% focusing efficiency across 94% of fabrication realizations while only achieving 68% for nominally-optimized designs.  

Yield Analysis: With a fabrication variation of ± 8nm, our approach provides a yield of 91.3% while adjoint optimization yielded 68.5% and standard ML 72.3% which represents a 33% increase in the rate of manufacturability.


4.3.3 Uncertainty Quantification

The empirical coverage of prediction intervals stands at 95.2% which is achieved by the Bayesian PINN ensemble. It provides well-calibrated estimates of uncertainty. B-PINNs also outperform standard ML approaches by yielding a more favorable prediction interval width of ±1.9% compared to the standard ±8.5% prediction ML approaches. This tighter interval provides more confidence in design decisions.  

Calibration Quality: The B-PINN predictions demonstrate B-PINN’s calibration over varying confidence intervals is excellent. Actual coverage aligns with expected coverage within 2% for calibration. ML approaches are typically overconfident which B-PINNs circumvent.  

4.4 Physical Insights  

The physics-informed approach yields interpretable insights into the behavior of the electromagnetic fields. The fields capture the following behaviors:  

1. The meta-atoms exhibit near-field coupling interaction which is captured accurately without explicit modeling.  

2. Patterns of phase accumulation arise more from Maxwell’s equations than from being imposed externally.  

3. Resonances of scattered waves are incorporated automatically via the constraints of the wave equation.  

Such physical deductions assist design intuitions that are lacking in purely driven-data approaches.  

4.5 Computational Scalability  

Our framework is more favorable compared to adjoint methods with respect to the scale of system size.  

•	The cost of training is O(N log N) compared to O(N²) for adjoint methods.  

•	Memory requirements are linear in collocations vs quadratic in mesh state.
· Parallelization: Natural batch processing vs limited adjoint parallelism
5.Results
The results of this work demonstrate that incorporating physical constraints into neural networks can significantly improve the efficiency and accuracy of nanophotonic device design. Unlike conventional deep learning approaches that demand massive datasets, PINNs integrate Maxwell’s equations directly into the training process, allowing the model to generalize well even with limited data [1,2]. This aspect makes PINNs particularly relevant for domains such as nanophotonics, where generating reliable datasets is both expensive and computationally intensive.
Interestingly, while earlier studies emphasized speed and computational savings [3,4], our findings highlight that the real strength of PINNs lies in robustness against data scarcity and noise. This distinction is crucial because practical device design rarely provides ideal, noise-free datasets. By embedding the underlying physics, PINNs not only reduce dependency on data but also maintain physical plausibility in their predictions—something purely data-driven models often fail to guarantee.
At the same time, challenges remain. Training PINNs is computationally heavier per iteration compared to standard neural networks, and balancing the loss terms between data fidelity and physical constraints is not always straightforward [5]. However, these limitations are outweighed by the benefits of interpretability and reliability, especially in high-stakes applications such as optical device fabrication.

6.Conclusion
This study reinforces the idea that physics-informed AI can reshape the design of nanophotonic metasurfaces by merging domain knowledge with data-driven intelligence. By leveraging PINNs, it becomes possible to accelerate inverse design tasks, reduce reliance on large datasets, and produce solutions that adhere to fundamental physical laws. Compared to earlier approaches, our discussion shows that the contribution of PINNs is not only computational efficiency but also robustness, which is vital for bridging the gap between simulation and experimental reality.
Looking forward, the extension of this framework to three-dimensional structures appears to be a natural next step. Beyond increasing complexity, such an expansion could open opportunities in areas like quantum photonics, optical communication systems, and large-scale photonic integration. More importantly, future research should focus on making PINNs computationally lighter without sacrificing accuracy, enabling broader adoption across academia and industry.
Code Implementation
PINN Forward Model (PyTorch Implementation)
n.Tanh())
        for _ in range(num_layers - 2):
            layers.append(nn.Linear(hidden_dim, hidden_dim))
            layers.append(nn.Tanh())
        layers.append(nn.Linear(hidden_dim, 1))  # output: scalar field
        self.model = nn.Sequential(*layers)

    def forward(self, x):
        return self.model(x)

# ----------------------------
# Physics: Helmholtz residual
# ----------------------------
def physics_residual(model, coords, k0=10.0):
    coords.requires_grad_(True)
    E = model(coords)
    grads = torch.autograd.grad(E, coords, torch.ones_like(E), create_graph=True)[0]
    E_x, E_y = grads[:, 0:1], grads[:, 1:2]

    E_xx = torch.autograd.grad(E_x, coords, torch.ones_like(E_x), create_graph=True)[0][:, 0:1]
    E_yy = torch.autograd.grad(E_y, coords, torch.ones_like(E_y), create_graph=True)[0][:, 1:2]

    residual = E_xx + E_yy + (k0**2) * E
    return torch.mean(residual**2)

# ----------------------------
# Training loop
# ----------------------------
def train():
    device = torch.device("cuda" if torch.cuda.is_available() else "cpu")
    model = PINN().to(device)
    optimizer = optim.Adam(model.parameters(), lr=1e-3)

    # Training grid (unit square)
    N = 500
    coords = torch.rand((N, 2), device=device, requires_grad=True)

    loss_history = []
    for step in range(2000):
        optimizer.zero_grad()
        loss = physics_residual(model, coords)
        loss.backward()
        optimizer.step()
        loss_history.append(loss.item())

        if step % 200 == 0:
            print(f"Step {step}, Loss: {loss.item():.6f}")

    # ----------------------------
    # Save loss curve
    # ----------------------------
    plt.figure()
    plt.plot(loss_history)
    plt.xlabel("Iteration")
    plt.ylabel("Physics Loss")
    plt.title("PINN Training Loss (Toy Helmholtz)")
    plt.yscale("log")
    plt.grid(True)
    plt.savefig("loss.png", dpi=200)
    plt.close()

    # ----------------------------
    # Evaluate field intensity
    # ----------------------------
    x = torch.linspace(-1, 1, 100)
    y = torch.linspace(-1, 1, 100)
    X, Y = torch.meshgrid(x, y, indexing="ij")
    coords_grid = torch.stack([X.flatten(), Y.flatten()], dim=1).to(device)
    with torch.no_grad():
        E_pred = model(coords_grid).detach().cpu().numpy().reshape(100, 100)

    intensity = np.abs(E_pred)**2
    plt.figure()
    plt.imshow(intensity, extent=(-1, 1, -1, 1), origin="lower", cmap="inferno")
    plt.colorbar(label="|E|^2")
    plt.title("Toy Field Intensity (PINN solution)")
    plt.savefig("field.png", dpi=200)
    plt.close()

    print("Training complete. Saved loss.png and field.png")

if __name__ == "__main__":
    train()

Bayesian Uncertainty Quantification
import torch.distributions as dist

class BayesianPINN(nn.Module):
    def __init__(self, input_dim=3, hidden_dim=128, num_layers=8):
        super(BayesianPINN, self).__init__()
        
        self.input_dim = input_dim + 128  # Including Fourier features
        self.hidden_dim = hidden_dim
        self.num_layers = num_layers
        
        # Variational parameters for each layer
        self.weight_mu = nn.ParameterList()
        self.weight_rho = nn.ParameterList()
        self.bias_mu = nn.ParameterList()
        self.bias_rho = nn.ParameterList()
        
        # Initialize layers
        dims = [self.input_dim] + [hidden_dim] * num_layers + [2]
        for i in range(len(dims) - 1):
            self.weight_mu.append(nn.Parameter(torch.randn(dims[i], dims[i+1]) * 0.1))
            self.weight_rho.append(nn.Parameter(torch.randn(dims[i], dims[i+1]) * 0.1))
            self.bias_mu.append(nn.Parameter(torch.randn(dims[i+1]) * 0.1))
            self.bias_rho.append(nn.Parameter(torch.randn(dims[i+1]) * 0.1))
    
    def sample_weights(self):
        """Sample weights from variational posterior"""
        weights = []
        biases = []
        
        for i in range(len(self.weight_mu)):
            # Reparameterization trick
            w_sigma = torch.log(1 + torch.exp(self.weight_rho[i]))
            b_sigma = torch.log(1 + torch.exp(self.bias_rho[i]))
            
            w_eps = torch.randn_like(self.weight_mu[i])
            b_eps = torch.randn_like(self.bias_mu[i])
            
            w = self.weight_mu[i] + w_sigma * w_eps
            b = self.bias_mu[i] + b_sigma * b_eps
            
            weights.append(w)
            biases.append(b)
            
        return weights, biases
    
    def forward(self, x, num_samples=10):
        """Forward pass with uncertainty quantification"""
        outputs = []
        
        for _ in range(num_samples):
            weights, biases = self.sample_weights()
            
            # Forward pass with sampled weights
            h = x
            for i in range(len(weights) - 1):
                h = torch.tanh(torch.mm(h, weights[i]) + biases[i])
            h = torch.mm(h, weights[-1]) + biases[-1]
            
            outputs.append(h)
        
        # Return mean and standard deviation
        outputs = torch.stack(outputs, dim=0)
        mean = torch.mean(outputs, dim=0)
        std = torch.std(outputs, dim=0)
        
        return mean, std
    
    def kl_divergence(self):
        """Compute KL divergence between posterior and prior"""
        kl = 0.0
        
        for i in range(len(self.weight_mu)):
            # Weight KL
            w_sigma = torch.log(1 + torch.exp(self.weight_rho[i]))
            kl += torch.sum(0.5 * (self.weight_mu[i]**2 + w_sigma**2 - 
                                  torch.log(w_sigma**2) - 1))
            
            # Bias KL
            b_sigma = torch.log(1 + torch.exp(self.bias_rho[i]))
            kl += torch.sum(0.5 * (self.bias_mu[i]**2 + b_sigma**2 - 
                                  torch.log(b_sigma**2) - 1))
        
        return kl

def bayesian_training():
    """Training loop for Bayesian PINN"""
    
    model = BayesianPINN()
    optimizer = optim.Adam(model.parameters(), lr=1e-3)
    
    num_epochs = 15000
    batch_size = 1000
    
    for epoch in range(num_epochs):
        optimizer.zero_grad()
        
        # Generate batch
        x_batch = torch.randn(batch_size, model.input_dim)
        
        # Forward pass
        pred_mean, pred_std = model(x_batch, num_samples=5)
        
        # ELBO loss
        likelihood = -torch.mean((pred_mean - target)**2)  # Placeholder target
        kl_div = model.kl_divergence() / batch_size
        
        elbo = likelihood - 0.001 * kl_div  # Beta=0.001 for KL weight
        loss = -elbo
        
        loss.backward()
        optimizer.step()
        
        if epoch % 1000 == 0:
            print(f"Epoch {epoch}: ELBO = {elbo.item():.4f}")
    
    return model
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