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Abstract
Biohybrid neural computing, as the use of living neural tissue and adaptive cultures for computation via microelectrode arrays, has increasingly been framed as a potential sustainable alternative to silicon-based artificial intelligence (AI). The rhetorical foundation of the claim contrasts the human brain's approximately 20watt power budget with the megawatt scale of frontier machine-learning (ML) training. However, the claim has traversed peer-reviewed literature, commercial announcements, and public policy discussions while the methodology to evaluate it is still taking shape. The field is still working out what to count as a functional unit, where to draw system boundaries, which silicon comparator to match against, and what a complete biohybrid LCA would even look like. The distinctive feature of biohybrid computing is that it constitutes a single functional object spanning wet-lab and dry-lab subsystems simultaneously, and neither the established biotechnology LCA tradition nor the information-and-communication-technology LCA tradition is equipped to assess such an object on its own terms. This perspective argues that the field may arrive at its ecological claim before developing the methodology required to evaluate it. We articulate the methodological gap, pose six open questions for rigorous assessments, name five principles that should hold even while those questions remain open, and outline the community infrastructure the field may build before any credible substitution claim. We do not propose a finished framework as that work belongs to the community. Here, our contribution is to name what we believe is missing, and to argue that the biohybrid computing credibility depends on treating its ecological claim as a hypothesis to be tested, not a premise to be defended.
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1. Introduction
The biohybrid neural computing, including organoid intelligence, adaptive neuronal cultures on multielectrode arrays, and emerging commercial platforms (Smirnova et al., 2023; Khajehnejad et al., 2024; Jordan et al., 2024), presents itself as a potential sustainable alternative to silicon-based artificial intelligence (AI). Although the claim appears across popular press, venture-capital pitch decks, and peer-reviewed literature it lacks a life-cycle assessment (LCA) conducted to recognised international standards. To our knowledge, we don't yet have a peer-reviewed LCA of a complete biohybrid computing system, and we're still figuring out what to use as a functional unit, where to draw the system boundary, and which silicon comparator makes sense to match against. The distinctive feature of biohybrid computing is that it spans the wet-lab (from cell culture and microfabrication to biohazard streams) and the dry-lab (from ML training to data storage) as two single functional objects (Figure 1). These two well-developed LCA sub-communities exist already: one that knows how to assess biotechnology systems (e.g., cell cultures, bioreactors, biopharmaceuticals, cultivated meat) and one that knows how to assess information technology systems (e.g., chips, data centres, GPUs, software). However, a biohybrid computing system is simultaneously both, and neither community has developed methods for assessing such a hybrid object because neither has historically needed to. The biotech LCA community treats compute as an incidental input; the information-and-communication-technology (ICT) LCA community treats biology as out of scope. A biohybrid system falls in the gap.
This Perspective argues that the methodology required to evaluate the field's ecological claim has not yet caught up with the claim itself. Here, we do not propose a finished framework for LCA of biohybrid neural computing systems, as this work belongs to the community. Instead, we articulate the methodological gaps, pose the open questions any rigorous assessment should confront, name the principles that must hold even while those questions remain open, and outline the infrastructure we believe may be beneficial for the related industry to grow.
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Figure 1. Biohybrid neural computing as a single functional object spanning wet-lab and dry-lab subsystems. Nested boundaries: (inner) the biological unit: organoid or neural culture on its microelectrode array; (middle) the operational infrastructure: incubators, microfluidics, amplifiers, GPUs for signal decoding and training; (outer) the upstream supply chains: recombinant growth factors, animal-derived matrices, critical raw materials, semiconductor fabrication, electricity grid. Arrows indicate mass and energy flows crossing each boundary. Conventional biotechnology LCA is designed for the middle and outer boundaries only on the wet-lab side; conventional information-and-communication-technology LCA is designed for them only on the dry-lab side. Biohybrid computing requires both simultaneously.
2. Quantitative evidence
The central narrative of biohybrid computing contrasts the brain's approximately 20 Watt power budget (Smirnova et al., 2023) with the megawatt scale of frontier AI training (Patterson et al., 2021; Luccioni et al., 2023). Patterson and colleagues estimate GPT-3 training at 552 tonnes CO2e over 1,287 MWh (Patterson et al., 2021); Luccioni and colleagues report 50.5 tonnes CO2e for BLOOM's full life cycle on the French nuclear grid (Luccioni et al., 2023). Against these figures, commercial biohybrid platforms frame their claims by contrasting the brain's ~20 W with training costs on the order of 10 GWh for a single LLM (Jordan et al., 2024). However, to date, none of these claims is accompanied by a published life-cycle inventory, a declared functional unit, or a matched comparator. 
What has been quantified so far by extrapolation from cultivated-meat life-cycle data offers a more complicated picture: a representative organoid with its associated life-support has a power density of ~75 W/kg, roughly 5 times greater than an equivalent mass of brain tissue (roughly 14 W/kg) (Magliaro and Ahluwalia, 2023; Sinke et al., 2023). Once high-density microelectrode arrays and associated signal-acquisition electronics are included, the same authors estimate total power density reaches ~1 MW/kg. Neuromorphic silicon, the natural comparator for small-task inference, achieves 23.6 pJ per synaptic operation on Intel Loihi (Davies et al., 2018) and about 10 pJ per synaptic event on SpiNNaker2 (Gonzalez et al., 2024). Pirson and Bol's cradle-to-gate LCA of a single vanadium-dioxide spiking neuron reports that gold contacts alone dominate the device's environmental footprint, contributing ~38% of cumulative energy demand and ~49% of global warming potential (Pirson et al., 2024). Falk and colleagues' multi-criteria cradle-to-grave LCA of an NVIDIA A100 GPU document that carbon emissions capture only a fraction of AI hardware's environmental footprint: while use-phase operations dominate climate impact, manufacturing dominates 5–6 other impact categories, including human toxicity (94%) and freshwater eutrophication (81%) (Falk et al., 2025). None of the published quantitative evidence supports the popular framing that biohybrid computing is categorically greener than silicon at current technology-readiness levels. Additionally, the gap between claim and evidence is not only a matter of missing data. It also reflects the absence of an agreed methodological framework for conducting such an assessment, a framework that does not yet exist for biohybrid systems specifically. LCA of biohybrid neural computing is hard in ways that biotechnology LCA and ICT LCA are not. Moreover, these new difficulties stack on top of the ones each tradition already faces as we list them next.
3. Six open questions on the biohybrid computing LCA
[bookmark: _Hlk227787267]Before any principle can be committed to, an LCA on biohybrid computing systems must confront open methodological questions for which the field does not have good answers yet. 
3.1. What is a functional unit for a biohybrid computational system?
Every LCA needs a "functional unit" (FU) that specifies what counts as one unit of delivered function, so that environmental costs can be reported as impact per unit of useful output. For conventional silicon systems, the FU can be more obvious: the number of computations performed, or the number of times a model produces an answer (for example, one answer from an image-classification model, or one complete round of training a model from scratch). Biohybrid computing has no such obvious unit, and the field has not yet converged on one. Each candidate has a limitation: (i) counting computations does not apply because the activity of an organoid is not decomposable into the discrete arithmetic steps performed by a processor; (ii) counting answers requires a shared definition of what counts as a single "answer" produced by a biohybrid system; (iii) measuring time (e.g., hours of operation) can be more straightforward but hides the efficiency question since an idle system and a working system can look identical; (iv) measuring completed tasks can be straightforward as well but hides the choice of task since results shift with task difficulty, and without an agreed benchmark any chosen task can be defensible. A combined unit, for example tasks completed per hour of life-support-sustained operation, may therefore be more defensible. Until such a convention is standardised, environmental figures reported for biohybrid systems cannot be meaningfully comparable across studies.
3.2. What is the right comparator?
An ecological comparison is only as meaningful as the baseline it is measured against. Three candidate baselines currently appear in the biohybrid literature, and they are not interchangeable: (i) the biological brain, (ii) frontier GPU training of large AI models, and (iii) neuromorphic silicon chips. Each has a different problem: (i) the brain comparison is flattering to biohybrid systems because most of the brain's ~20 W energy budget is spent on tasks that are not hard computation (e.g., maintaining ion gradients, regulating blood flow) thus saying that an organoid uses less energy than a whole brain may not say much; (ii) the frontier-GPU comparison is flattering by orders of magnitude, because training a model like GPT-4 performs tasks that no biohybrid system is currently attempting; (iii) the neuromorphic-silicon comparison may be the most honest one since these chips are designed to do the same kind of small-task spike-based computation that biohybrid systems aim to perform while it is also the least favourable for biohybrid claims, because modern neuromorphic chips already achieve very high energy efficiency (on the order of 10–24 pJ per computational event). In the absence of an agreed convention, the choice of comparator is left to individual authors, and the most favourable comparator tends to be adopted. Agreeing on an appropriate baseline is therefore a precondition for rigorous assessment.
3.3. How should life-support energy be allocated?
While a GPU consumes energy when it computes and powers down when it does not, a brain organoid consumes energy continuously (e.g., the incubator, microfluidic pump, gas exchange) and recording electronics run regardless of whether any computation is being performed. Over the full life of an organoid-based system and depending on its assigned tasks, this continuous energy draw can accumulate to an amount on the order of megawatt-hours. The central methodological challenge here is thus how the accumulated cost should be shared out across the system’s computational output (the allocation problem). Two extreme allocations may be easier to rule out: (i) attributing all of the life-support energy to a single computation overstates its true cost; while (ii) attributing none of it understates the system's true footprint. The correct answer may lie somewhere in between, and depends on the total number of computations the system performs over its lifetime. We believe that any LCA should therefore state explicitly how life-support energy has been allocated across computations, and test how much the results change if that allocation choice is varied (sensitivity analysis).
3.4. How do we handle missing inventory data?
Every LCA needs background information about the inputs the system consumes, what it took to manufacture the plastic, the chemicals, the electronics, and so on. Practitioners obtain this information from reference databases, of which ecoinvent is the most widely used and serves as the de facto standard for LCA work. Ecoinvent, however, does not contain entries for most of the materials specific to biohybrid systems. Because the materials are currently used at research scale, and in a small number of laboratories, they have not been characterised at an industrial level of detail yet. So there are no dedicated entries for the recombinant signalling proteins used to grow and mature neural tissue, no entry for the extracellular-matrix materials in which organoids are typically cultured, or for the thin-film metal electrodes used in multielectrode arrays, and so on. Thus, we will need to evaluate the impact of every single small item used to produce higher-level entries (e.g., proteins plus water and collagen used to build extracellular-matrix). In the absence of direct entries, we can use similar material as substitutes, and each substitution introduces an error that may require a sensitivity analysis to evaluate its impact on the model. Until the field systematically generates and publishes inventory data specific to biohybrid inputs, every assessment will rest on a stack of such substitutions, each of which may be quietly biasing the result. 
3.5. Has the ecological-advantage claim actually been tested?
One early analysis on biohybrid neural computing suggests that, at today's maturity, biohybrid systems could potentially use more energy per unit mass than biological brain tissue, and possibly more than neuromorphic silicon on matched tasks (Magliaro and Ahluwalia, 2023). However, running a clean test would lean on a shared functional unit, a comparator we agree on, a way to handle life-support energy, and inventory data we can trust. Without those, two careful studies of the same system can land in different places because of missing standardized approaches. The credibility of biohybrid neural computing as a sustainable alternative to silicon ultimately depends on treating the ecological-advantage claim as something to be tested against evidence.
3.6. Where do ethical concerns enter the assessment, if at all?
Biohybrid systems built from human-derived neural tissue raise concerns that silicon systems do not. Among these are the possibility that sufficiently mature organoids could develop some form of sentience (a question currently unresolved), the need for informed consent from the donors whose cells are used, and biosafety considerations around handling and disposal of living neural tissue. These concerns carry real operational costs including ethics-committee reviews, informed-consent procedures, and specialised containment facilities. LCA is designed to measure environmental burden (energy, emissions, resource use), not ethical burden, and combining the two in a single number may produce results that are neither good LCA nor good ethics. At the same time, excluding these concerns from the assessment entirely may create a different problem: a biohybrid system would then be compared to a silicon system on environmental grounds alone, even though the biohybrid system carries costs (e.g., regulatory, ethical, and logistical) that the silicon comparator does not. The field may need an explicit convention for how to acknowledge these costs alongside the environmental numbers without merging the two. Several options exist, like a separate ethics disclosure section accompanying LCAs, a qualitative scoring framework reported in parallel, or simply a narrative paragraph explaining what the LCA does not cover. No convention has yet been agreed.
4. Five principles that must hold while the questions remain open
The principles below are explicitly required by ISO 14040 and ISO 14044 (ISO, 2006a; ISO, 2006b) and the European Product Environmental Footprint method (European Commission, 2021), or strongly implied by them. Our contribution is to spell out what each principle means when applied specifically to biohybrid neural computing, and to identify the minimum commitments that rigorous practice calls for even while the open questions remain unresolved.
1) Declare before measuring. Methodological choices on the functional unit, the boundary of what is and is not included in the system, and the comparator against which environmental impacts are benchmarked should be specified before data collection begins, not adjusted afterwards in light of preliminary numbers. This mirrors the principle of pre-registration now widely adopted in clinical trials and empirical psychology. Every use of substitute data should be named explicitly in the methods section, together with the practitioner's best estimate of which direction the substitution is likely to bias the result (whether it probably overstates or understates the true environmental impact).
2) Attributional before consequential. Attributional LCA describes the environmental burdens of a system as it currently exists (e.g., the energy, materials, and emissions consumed). Consequential LCA attempts to describe how environmental burdens in the wider world would change if one technology were to replace another. Consequential LCA requires modelling how markets would respond to the new technology, what production it would displace, how the technology's impacts would scale up at commercial volumes, and how any efficiency gains might be offset by increased overall use. Two questions sit close together but aren't the same. What does a current system consume? And what would happen if biohybrid systems replaced silicon ones at scale? Attributional LCA gives us tools for the first. To answer the second question, we would need to model how production might shift, what would be displaced, and how aggregate impacts would scale at commercial volumes but, currently, for biohybrid systems we do not have most of that information yet, given the field's bench-scale maturity (e.g., TRL 3–4). For now, we can say more about what current systems use than about what they might one day replace. Scale-up estimates belong with the second question, and it's clearer to label them that way rather than treating them as extensions of bench-scale numbers.
3) Distinguish the components from the system. Biological computing via brain organoids requires microelectrode arrays that record and stimulate the neural network, the amplifier and signal-processing hardware that turn raw electrical signals into usable data, and the human operator who defines the task. Reporting the power consumption of an organoid in isolation, and comparing that number to the power consumption of a data centre, is comparing quantities that are not commensurable, thinking about the organoid as a computational system on its own may be a mistake. Both component-level and system-level assessments are legitimate, but they answer different questions. Component measurements are useful for identifying where within a system the environmental burdens concentrate, and for guiding redesign. System measurements describe what the functional object actually costs. Neither can substitute for the other.
4) Consider the invisible. The environmental burdens of biohybrid systems are not always where a reader might expect them. Some of the highest costs may come from inputs that are small in mass, unfamiliar to non-specialists, or produced through supply chains that are difficult to inspect. Four categories deserve particular attention: (i) the recombinant signalling proteins used to grow and mature neural tissue are used at microgram quantities per experiment, but each microgram carries a large upstream cost because the proteins are produced by mammalian cell culture at scales and purities originally developed for pharmaceutical manufacturing; (ii) animal-derived matrix materials come from biological supply chains whose upstream environmental footprint is rarely documented in a form usable for LCA; (iii) certain metals used in neural-recording electrodes (e.g., iridium) are classified by the European Commission as "critical raw materials" because their supply is geopolitically concentrated and their extraction is environmentally costly. The mass of iridium in a single microelectrode array is tiny, but the per-gram environmental impact can be very high; (iv) the conventional computing infrastructure used to process, decode, and interpret the signals recorded from biohybrid systems is often treated as institutionally separate from the wet-lab experiment. From an LCA perspective this separation is artificial: the dry-lab compute is part of the functional object, and its energy and hardware footprints should be included alongside the wet-lab inputs; (v) end-of-life biohazard waste (e.g., spent media, dead tissue, contaminated consumables) requires regulated incineration, whose energy and emissions are typically handled by external contractors and rarely included in laboratory inventories. From an LCA perspective this separation is artificial: the dry-lab compute is part of the functional object, and its energy and hardware footprints should be included alongside the wet-lab inputs. Standard LCA practice permits excluding inputs below a small mass threshold (commonly 1% of total mass), on the assumption that such inputs contribute negligibly to overall impact. For biohybrid systems this assumption breaks down, because several of the most important inputs are low in mass but high in per-unit impact. Any such items should be retained in the inventory and flagged explicitly.
5) Time is part of the functional unit. A GPU is ready to compute from the moment it is installed. Its manufacturing cost is paid up front and is then spread out across the three to five years over which the chip is typically used for a wide variety of tasks. A biohybrid system works very differently. Before any meaningful computation can be performed, an organoid must be grown and matured, and requires continuous incubator operation, regular supplementation with growth factors, and electrode hardware. The life-support infrastructure that sustains this maturation period continues to run throughout the operational life of the system as well. The environmental cost of a biohybrid system is therefore not front-loaded (as it is for silicon) but accumulates continuously throughout the system's existence.
This temporal asymmetry is fundamentally different from silicon's and is not well captured by a single "impact per computation" number. Attributing the full cost of the maturation prelude to a single computation would make biohybrid systems look unreasonably expensive; attributing none of it would make them look unrealistically cheap. The honest treatment spreads the maturation and life-support burdens across the system's total computational output over its lifetime (the allocation problem introduced earlier) and in addition, reports how environmental burdens accumulate over time, not only the final total. In practice, this means publishing two figures alongside the headline impact number: the curve of cumulative burden over the system's lifetime (showing when costs are incurred), and a statement of how the total lifetime computational output was estimated for the amortisation.
5. Future directions
We identify three pieces of infrastructure that the biohybrid-computing community, together with adjacent communities in industrial ecology, semiconductor LCA, and machine-learning sustainability can develop.
First, shared life-cycle inventory data for biohybrid-specific inputs: reference databases such as Ecoinvent, Sphera, and the European Environmental Footprint reference package need to be updated with missing entries (e.g., recombinant growth factors, animal-derived matrices, iridium-oxide thin films). The cultivated-meat community's ongoing effort to characterise cell-culture media offers a useful model of what this might look like for biohybrid inputs (Sinke et al., 2023). Second, broader expertise coverage: a rigorous biohybrid LCA draws on stem-cell biology, microfabrication, semiconductor life-cycle assessment, ML, industrial ecology, and information theory. It may therefore be helpful for the community to normalise multi-authored assessments with explicitly disclosed expertise coverage, so that gaps can be declared openly. Third, life-cycle inventory alongside performance benchmarks: under the "Green AI" banner (Schwartz et al., 2020) the ML community has begun to report computational cost alongside accuracy. An analogous convention for biohybrid computing would make the environmental implications of published performance more visible.
A single LCA, including any that might follow this Perspective, is best understood as a hypothesis within a space of defensible analyses rather than a final answer about the field. Field-level conclusions require collective effort of a kind no individual study can deliver. The operational protocols required to implement the principles discussed fall outside the scope of a Perspective of this length, and we hope they will be taken up in dedicated methodological work to follow. We see biohybrid neural computing as a genuinely exciting direction that draws on a rare convergence of neuroscience, bioengineering, and ML, and one worth the rigorous environmental assessment it has not yet received. With the right methodological foundation in place, biohybrid computing could become a meaningful contributor to a more sustainable computing landscape. Our aim in this Perspective is to help the field build that foundation, so that the environmental case for biohybrid neural computing can be made with confidence.
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Figure 1. Biohybrid neural computing as a single bounded system
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